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ABSTRACT

This dissertation addresses the problem of expressing, executing, evaluating, and engag-

ing patrol routing algorithms that target event hotspots on roadways. An “event hotspot”

is a location that is over-represented in some event occurrence, such as crashes, citations

or any other event of interest. Recommended patrol routes can be used by organizations

such as police agencies, emergency medical responders, and taxi services who patrol roadway

segments at proper times to assist or deter their target events. Patrol routing algorithms are

used to specify the movements of simulated mobile agents on a roadway system. The patrol

algorithms are first expressed using TURN, Technique for Ultimate Route Navigation, our

extensible domain specific language (DSL) created for this purpose. Algorithms specified

using TURN syntax are then executed and evaluated in a custom simulation environment.

Patrol routing algorithms deemed fit for a specific context are then engaged by users via a

web-based geographic information systems (GIS) portal. In this dissertation, details of the

patrol routing model are followed by two case studies. The first case study evaluates agent

response times to events when dispatched from region-based staging points. The second

case study evaluates several nondeterministic highway patrol routing algorithms according

to four metrics: response times, network coverage, hotspot coverage, and hotspot exposure.

The case study results demonstrate the applicability of the patrol routing system.
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CHAPTER 1 – INTRODUCTION

1.1 Introduction

The core duties of many highway safety and commercial service organizations involve a focus

on patrolling roadways to deter or respond to roadway events such as automobile crashes,

citations, or calls for repair services. Most of those who patrol our roadways rely on personal

and institutional experience to determine their daily patrol routes. While experience may

be a good guide, it is not helpful to those who are new, to those who are assigned to

an unfamiliar area, or to those who are targeting a specific subset of events such as alcohol

related or commercial vehicle crashes (BJA, NIJ, and NHTSA 2009). Generally, hotspots, are

roadway segments with a high frequency of some type of event (Anderson 2006; McCullagh

2006; Hakkert and Mahalel 1978; Openshaw, Charlton, Wymer, and Craft 1987; McGuigan

1981). Crash hotspots are often used to select targets for roadway improvements and selective

enforcement. We will concentrate on the aspect of using crash hotspots to generate ”optimal”

patrol routes in this dissertation. Creation of optimal complementary patrol routes for

hundreds of officers targeting temporal hotspots and minimizing travel distance is an NP-

hard combinatorial optimization problem(de Oliveira1 and Vasconcelos 2008). We do not

purpose to solve or even approximate the optimal solution to this problem, rather we provide

a model and a set of tools for development, evaluation, and use of patrol routing algorithms
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in general. The systems described here are aimed at two sets of users: developers of patrol

routing algorithms and the patrol agents who will utilize them.

In this dissertation we describe an end-to-end model that focuses on the following 4Es of

patrol routing algorithms:(1) Expression, (2) Execution, (3) Evaluation, and (4) Engagement:

1. Expression of patrol routing algorithms targets specific sets of hotspots or road-

way events. To this end, a domain specific language (DSL)1, TURN, Technique for

Ultimate Route Navigation, is utilized to provide a means to succinctly and clearly

express various multi-agent, goal-oriented graph traversal algorithms. Here, agents are

those who patrol the roadways with specific duties or goals. In this paper, TURN is

applied to the realm of traffic police patrols that serve as countermeasures and first

responders to roadway crashes.

2. Execution of patrol routing algorithms is accomplished by simulating the move-

ments of multiple agents who are navigating a road-network and responding to histor-

ical or anticipated events. PatrolSim is a simulation environment developed for this

purpose. PatrolSim takes as input: (1) a graph that represents the structure of the

roadway system, (2) a patrol routing algorithm, and (3) several configuration files that

specify parameters such as patrol agent origination points and work schedules.

3. Evaluation of patrol routing algorithms uses response-time, network-coverage and

hotspot coverage metrics. As PatrolSim is executed, the positions of the agents are

compared to the locations of historical events, simulated events and known hotspots.

4. Engagement of selected patrol routing algorithms by the end user is accom-

plished via a web based GIS portal called CAPSMaps. Users can request a customized

patrol route starting from any location on the roadway network by clicking on a map

and specifying their start time and patrol duration. The user can request patrol rec-

ommendations in which the routes are independent from, or complementary to, one

1Domain Specific Languages are created for use in a specific application domain and are therefore more
expressive than general-purpose programming languages(Mernik, Heering, and Sloane 2005).
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another. The observed results of this tool are used to subjectively evaluate the prac-

ticality of the recommended routes.

TURN, PatrolSim and CAPSMaps bring together previously disjoint components of pa-

trol routing (i.e., the 4Es). Together these components allow expert users to develop custom

patrol routing strategies to be used by patrol agents. Some existing patrol routing strategies

that maximize hotspot coverage result in a single (fixed) patrol recommendation (Chawathe

2007). Many existing patrol simulation tools focus on urban crime patrol routes with dense

road networks. TURN, however, allows for sparse road networks such as state highways

and interstates. The 4Es model is able to evaluate both deterministic and nondeterministic

patrol routing algorithms. The nondeterministic approach better fits traffic law enforcement

tactics that attempt to provide wide coverage and avoid predictability (Rosenshine 1970;

Melo, Belchior, and Furtado 2006; Szakas, Trefftz, Ramirez, and Jefferis 2008).

The remainder of this dissertation is structured as follows. Chapter 2 provides a short

review of related work in patrol routing algorithms and patrol simulations. Chapter 3 details

background data sources, PatrolSim, and a GIS web application. Chapter 4 contains the

details of the TURN language. Chapter 5 documents two case studies that illustrate the

4Es. The first case study is a simplistic example used to evaluate fixed patrol locations

(staging points) from which first responders are dispatched. The second case compares

nondeterministic patrol routing algorithms to be used by highway patrol officers to maximize

coverage of hotspots and minimize crash response times. Chapter 6 contains some concluding

remarks.
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CHAPTER 2 – RELATED WORK

The 4Es model builds on existing police patrol and vehicle routing research by providing a

single environment in which routing algorithms can be developed, evaluated, and used. This

section provides a review of several areas of related work. First, it provides an overview of

Data-Driven Approaches to Crime and Traffic Safety (DDACTS) (BJA, NIJ, and NHTSA

2009). Second, existing patrol routing strategies and simulation tools are addressed. Finally,

hotspot identification techniques are reviewed.

2.1 DDACTS

Data-Driven Approaches to Crime and Traffic Safety (DDACTS), is a body of law enforce-

ment operational guidelines set forth by the Bureau of Justice and Assistance (BJA), the

National Highway Traffic Safety Administration (NHTSA), and the National Institute of

Justice (BJA, NIJ, and NHTSA 2009). The DDACTS model encourages concentrated allo-

cation of enforcement efforts in geographic areas that have high historic concentrations of

events such as crime and traffic accidents. Participating agencies are expected to leverage

technology to make temporal and geographic target selections. Hotspot identification is con-

sidered the “foundation” of DDACTS. It is recommended that GIS tools are used to identify

and communicate target areas.

The DDACTS guidelines provide a comprehensive enforcement model. DDACTS in-

structs 10 specific agencies to provide support to participants. Among these agencies are the

Federal Highway Administration (FHA), the Federal Motor Carrier Safety Administration

4



(FMCSA), and the National Criminal Justice Association (NCJA). The model has seven

guiding principles, as follow:

1. Partners and Stakeholder Participation

2. Data Collection

3. Data Analysis

4. Strategic Operations

5. Information Sharing and Outreach

6. Monitoring, Evaluation, and Adjustments

7. Outcomes

The 4Es model directly supports the DDACTS principles 4 and 5 (Strategic Operations

and Information Sharing, and Outreach). The Expression, Execution and Evaluation por-

tions of the 4Es model assist commanders in the realignment of work flow and operational

assignments. This is the express goal of the Strategic Operations principle. The Engagement

portion of the 4Es model provides a central location to communicate patrol route assign-

ments. Officers are able to see the complimentary patrol routes that are created for their

agency. Also, since CAPS is responsible for the development and support of Alabama’s

crash, citation, and Uniform Crime Report (UCR) data collection and analysis applications,

TURN was easily designed to incorporate DDACTS principles 2 and 3 (Data Collection and

Data Analysis). See Appendix B for details of these applications.

2.2 Patrol Routing

Chawathe addresses planning patrol routes to optimize response and serve as a countermea-

sure to crime (Chawathe 2007). His algorithm plans patrol routes to maximize coverage of

important locations (hotspots) at minimum cost (length of patrol route). Chawathe built
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a graph of the road network in Falmouth, Massachusetts and weighted the edges using the

estimated patrol benefits. A route’s total benefit is found by summing the edges traversed

and its cost is represented by the number of edges. His algorithm does not make specific

recommendations for patrol routes; but rather it highlights dense patrol routes. A route’s

density is measured by its benefit-to-cost ratio, with the densest being most beneficial. The

algorithm’s parameters include the number of desired routes, a minimum route length and a

maximum route length. Its output is a list of the densest routes. Patrol routing algorithms

like this can be implemented and evaluated using the 4Es model.

Reis et al. present GAPatrol, a simulation tool that uses genetic algorithms to design effi-

cient patrol strategies (Reis, Melo, Coelho, and Furtado ). GAPatrol uses a multiagent-based

algorithm to replicate the use of multiple officers on patrol simultaneously. The simulation

environment has a road network, officers, criminals placed at random homes, and crime-

targets. The main objective of their study was to find a set of patrol routes that minimize

the number of crime occurrences in a given area. As the simulation starts, the officers patrol

and the criminals start committing crimes at crime-targets near their homes. As the simula-

tion continues, crime hotspots develop and the officers’ routes adapt to cover them. The 4Es

model also creates patrol routes that target specific events, but it favors the evaluation of

several nondeterministic routes rather than attempting to determine a single optimal route.

Melo et al. describe a police patrol evaluation/simulation tool used to study the influence

of differing routing strategies on crime rates(Melo, Belchior, and Furtado 2006). Their tool

simulates various strategies that reorganize agents geographically in urban environments.

Like GAPatrol, their tool dynamically adapts to events that occur in the environment. They

compare short routes, wide routes, and critical routes with reorganization strategies applied

to them as events occur. Their preliminary findings show that their reorganized short routes

lead to the fewest crimes in urban areas.

Szakas et al. constructed patrol routes using crime data as weights in the calculation of a

Voronoi diagram, with officer(s) as the center (or seed) of the figure(Szakas, Trefftz, Ramirez,
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and Jefferis 2008). Different layers of data were combined using Map Algebra to construct

a map of the areas requiring the most patrol presence. A patrol destination inside each of

the Voronoi diagrams was set for each patrol agent during each time frame. At the end of

each time interval (when the officer has reached his/her destination), the Voronoi diagrams

are recalculated and a new destination is set. The expression and engagement stages of the

4Es model are not addressed in Szakas work.

Furtado and Vasconcelos take a unique approach with their ExpertCop tutorial system

(Furtado and Vasconcelos 2006). ExpertCop is a multiagent simulation tool that guides users

in developing routes for urban crime patrols. Rather than recommending a specific patrol

route, ExpertCop observes simulation patterns and asks the user questions to guide the next

round of patrol route refinement. The user allocates officers to patrol areas, defines crimes

and target points such as banks, and expresses crime probabilities using variables such as

distance to closest officer. The 4Es model does not allow for direct end user influence on

patrol routing decistions.

Rosenshine’s approach to patrol routing focuses on scheduling in random patterns rather

than trying to cover the hotspots (Rosenshine 1970). This tactic fits well with Fridstrom’s

report that randomness is second only to traffic volume in explaining automobile crash

counts (Fridstrm, Ifver, Ingebrigtsen, Kulmala, and Thomsen 1995). Rosenshine builds on

the following assumptions.

1. Irregularity of patrol schedules will, for a given patrol rate, increase the awareness of

the general population that a patrol is taking place;

2. Randomness of the patrol schedule will discourage the potential criminal who finds

that he cannot predict the arrival patterns of patrol vehicles.

The strategy was to introduce patrol vehicles into the road network in a Poisson stream to

ensure that observers cannot use previous histories to predict patrol arrival patterns. His

algorithm starts with a random number of patrol cars and converges to a steady-state when
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the appropriate number has been determined for the road network. The random routes that

are selected for multiple officers will not contain overlaps in both space and time (the officers

will not patrol the same place at the same time). The 4Es model is able to implement this

strategy.

The Desktop Hypercube, an officer deployment simulation tool, was developed to allow

police planners to draw patrol districts on a map of their city and to evaluate the performance

of the various districts (Sacks 2000). The system measures the quality (Gebers and Peck

2003) of police services using four metrics (response time, workload balance among the cars,

patrol frequency, and the number of inter-district dispatches). Sacks found that the police

planners and academics are often poor predictors of the impact of police car deployment

changes. The Desktop Hypercube was used in Chapel Hill, North Carolina; Orlando, Florida;

and Hartford, Connecticut. Before and after studies of performance were not possible because

of large changes in population, crime rates, and number of police officers. The 4Es model is

used to select specific routes for agents rather than selecting patrol districts.

The Operations Research community addresses this area as Vehicle Routing Problem with

Time Windows (VRPTW). In most cases their goal is to produce routes to service customers

during specific time windows while minimizing costs such as travel distance (de Oliveira1

and Vasconcelos 2008; Brysy and Gendreau 2005a; Brysy and Gendreau 2005b). In the

VRPTW scenario the routes for all agents start and end at a fixed location and the agent’s

capacity must meet the demands of each of their assigned stops(Russell and Chiang 2006).

Additionally, each of the service points are visited once and only once. Brysy and Gendreau

surveyed more than fifty heuristics and metaheuristics designed to approximate an optimal

solution to the VRPTW. Most of these heuristics fell into the Tabu Search and Genetic

Algorithms categories. While the traffic safety routing algorithms designed in the 4Es model

share the VRPTW notion of visiting locations at specified times, they also differ in five

distinct ways.

1. The time and distance overhead traffic safety officers incur driving between target
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locations is considered less of an expense than in the VRPTW view. Officer travel can

even be viewed as productive effort.

2. In the traffic safety domain it is not necessary that all of the targets are visited during

any specific time period.

3. It might be productive to visit a single target multiple times.

4. Officers might not be dispatched from a central depot.

5. Traffic safety officers are often interrupted from their patrol route to work at the scene

of a crash.

2.3 Hotpot Identification

While there is an abundance of literature addressing Hotspot Identification (HSID), a single

definition of a hotspot does not exist (Anderson 2006). The umbrella term ”hotspot” is

used for a variety of location-targeting strategies. Hotspots are also known as black-spots,

hotbeds, hot-points, sites with promise, high risk locations, and Local Indicators of Spa-

tial Associations (LISA) (Cheng 2005; McCullagh 2006). The following archetypal hotspot

definitions are used as a basis. 1. In 1978 Hakkert defined hotspots as sites whose acci-

dent frequency is significantly higher than expected at some prescribed level of significance

(Hakkert and Mahalel 1978). 2. In 1981 McGuigan defined hotspots as sites with a poten-

tial for accident reduction, measured as the difference between the observed and expected

number of crashes at a site (McGuigan 1981). 3. In 2005 Cheng defined hotspots as trans-

portation system locations (road segments, intersections, interchanges, ramps, etc.) that

possess underlying correctable safety problems, and whose effect will be revealed through

elevated crash frequencies relative to similar locations (Cheng 2005). To summarize, HSID

(Hotspot Identification) methods are specific strategies for identifying areas with a high con-

centration of some metric. The following survey of HSID methods offers a brief introduction

to various strategies.
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High Frequency The most common method for hotspot identification is to choose the

locations with the highest frequency of events (Anderson 2006). This method is sometimes

called simple ranking (Cheng 2005). Practitioners generally refer to the top n locations

from each of a variety of road categories as hotspots. Roads are typically categorized for

improvements by factors such as number of lanes, average daily traffic, rural or urban, etc.

Statistical Confidence Intervals The statistical confidence interval method for identifying

hotspots is very similar to the High Frequency method. Rather than choosing the top n

segments, all of the segments whose frequencies are above the mean by a prescribed level of

confidence are identified as hotspots. Much effort has focused on choosing proper confidence

level. Sliding Window There are two variations of the sliding window approach (Elvik

2008). Both view the road as fixed length segments or windows and both use an event

count as a threshold for marking segments hot. The two methods only differ in how they

slide the window. The first method starts the window where the beginning of the widow is

positioned at the first event. At each step, the window is then moved down the roadway

so that the end of the window is positioned at the next event that was not previously in

the window. The second method, sometimes called fixed length segmentation, moves the

window the length of the window at each step (Harwood 2002). Various window lengths can

be used to identify segments of higher frequencies as compared to their neighbors. Empirical

Bayesian Methods Empirical Bayesian (EB) methods for hotspot identification reduce the

number of false positives and negatives when compared to the simple ranking and statistical

confidence interval methods (Cheng 2005). Bayesian methods use crash history and the

expected crashes for similar sites to distinguish between clusters of random crashes and true

patterns. This method assumes that crash occurrences obey the Poisson probability law

and the expected number of crashes is gamma distributed. Many have recommended using

a Poisson probability for crash modeling over other common methods such as the sliding

window or multiple linear regression model (MLR) (Elvik 2008; Harwood 2002; Chin and

Quddus 2003). Chin reported that Poisson regression models are more suitable than MLR
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models because of the discrete and sporadic nature of auto crashes (Chin and Quddus 2003).

The benefits of the Bayesian methods depend on good traffic and crash data as well as

high crash counts. Mirand-Moreno showed that two Bayesian testing procedures for hotspot

identification, false discovery rate (FDR) and false negative rate (FNR), were effective for

ranking hotspots for treatment selection (Miranda-Moreno, Labbe, and Fu 2007). Grid

Scanning The use of event counts within the cells of 2-dimensional grids has long been

used to identify hotspots (McCullagh 2006). The grid scanning process simply sums the

number of events within the space that hotspots are identified. Hotspots can be identified

by sorting the list of cells by the count and then selecting the top m cells. Alternatively,

the mean and the standard deviation of the cell counts can be used to select all of the cells

above a predetermined threshold. McCullagh illustrated the use of temporal grid scanning

by weighting the cells with deltas of two time periods in epidemiology studies. Kernel

Estimation Method The Kernel Estimation Method uses a fixed sized window to view one

portion of a 2-dimensional world at a time (McCullagh 2006). As the window is moved to

each of the possible positions in space, a density is calculated for the center point of the

window. The kernel is a three-dimensional function that weights events within its sphere of

influence according to their distance from the point at which the intensity is being estimated

(Gatrell, Bailey, Diggle, and Rowlingson 1996). The kernel density method is particularly

useful when used in areas of dense road networks and when multiple events occur at the same

location (Krishnakumar, Pulugurtha, and Nambisan 2005; Steenberghen, Dufays, Thomas,

and Flahaut 2004). Anderson held that the Kernel Estimation method provides a realistic

continuous model of accident hotspot patterns because it reflects the changes in density

(Anderson 2006). Krishnakumar used the kernel estimation method to locate pedestrian

crash hotspots in Las Vegas. The practitioner is left to choose an appropriate kernel size.

Erdogan used a .5km radius for a kernel density analysis of crashes in Afyonkarahisar, Turkey

(Erdogan, Yilmaz, Baybura, and Gullu 2008). Local Indicators of Spatial Association Local

Indicators of Spatial Association (LISA) HSID methods look for significantly different areas
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detected by the applied statistics (Anselin 1995; McCullagh 2006). LISA methods identify

circular, elliptical or amoeboid regions that contain values that are well above or below

the overall random distribution in space. LISA measures how well an observation fits as

compared to observations in the surrounding environment (Steenberghen, Dufays, Thomas,

and Flahaut 2004). Spatial and Temporal Analysis of Crime (STAC), a tool developed at

the Illinois Department of Justice, uses a LISA method (Ratcliffe and McCullagh 2001).

STAC is now part of Crimestat (Levine 2006). A common criticism of the LISA method

is that crime, disease and other events that are studied seldom fit the circular or elliptical

pattern (McCullagh 2006; Ratcliffe and McCullagh 2001). Time Lag Between Events The

time lag between events hotspot method looks for locations/segments for which events are

frequent and regular (Agung 1997). These spots are found by looking for a low mean time-

between-events along with a low standard deviation. Ratcliffe used this approach when

using a GIS approach to look for areas of repeat victimization (Ratcliffe and McCullagh

2001). Little work has been done to include temporal aspects in commercially available

hotspot tools. K-Means Clustering K-Means clustering was created by MacQueen in 1967

(Macqueen 1967). Many clustering techniques begin with all of the elements in their own

cluster and then group them until there is one cluster. K-Means clustering algorithms seek

to minimizes some value by partitioning space into K centroid based clusters (Kim and

Yamashita 2007). Specifically K-Means minimizes the sum of the distance from every point

to the K centers. The value of K must be selected in advance (this is one of the greatest

challenges to using K-Means clustering). Kim recommends using K-Means as an exploratory

tool, testing multiple K values to find clusters. Since the objects in Kim’s study were auto

crashes, distances were measures along the road-network instead of using Euclidean distances.

As with many clustering techniques, it is possible for the centroid of a K-Means cluster to be

located where there are in fact no objects. Network Distance Weighted Clustering Network

Distance Weighted Clustering (NDWC) distinguishes itself from other GIS methods by using

distances along the road network instead of Euclidean distance. NDWC looks for areas
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of high concentration by measuring the distance between many random locations along

the road network and the events within a fixed travel distance. The measurement from

random locations interjects independence between the results and the historical accident

locations (Aerts, Lathuy, Steenberghen, and Thomas 2006). The randomness also accounts

for the typical rounding issues associated with crash location reporting. Aerts refers to

the NDWC’s output as a dangerousness map. The dangerousness map is built using Aerts’

dangerousness index. Each point on the map reflects the value of weighted crashes nearby on

the roadway (Aerts, Lathuy, Steenberghen, and Thomas 2006). Aerts tested three weighting

functions (Distance Band, Inverse Distance, and Linear Decrease). He reported that the

Distance Band method overrated the dangerousness index, the Inverse Distance method

made underestimations and the Linear Decrease method gave the most homogeneous results.

Many of these sophisticated statistical techniques tend to lose sight of the the fact that

the goal is one of optimal resource allocation. The question is not: does a location qualify?

Rarely can all ”qualifying” locations be funded. In most practical cases there is a finite

amount of money established that cannot be exceeded. Thus, the question that must be

answered is: if this location is funded (or resources allocated to it) along with all other

locations that are funded, will the total set of locations served (e.g., upgraded or visited)

produce the best possible result in terms of crashes reduced (or perhaps some function of

a reduction in crash frequency and severity)? It must be recognized that the funding of

(or allocation of resources to) any location has the downside of preventing these resources

from applying to another location which might have a significantly larger potential bene-

fit. Considering locations independently one at a time cannot possibly produce an optimal

allocation of resources. Thus, the goal of hotspot analysis (regardless of which method is

applied) is to create a pool of locations from which the optimal set can be selected. A failure

to recognize this goal (even though we admit that it may be impossible to achieve) will

inevitably lead to approaches that will be far from optimal and thus will create a gross waste

of resources. This is mainly because a given countermeasure will never reduce all crashes at
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a location, or even all crashes of a given type. The potential for crash reduction at a location

is as important as how many crashes occurred at that location. As an example, in Alabama

south of Birmingham there are long stretches in which guardrails have been constructed to

reduce cross-over crashes. This program has been very effective in accomplishing its goal.

When these locations turn up as potential locations for issuing speeding citations, it must

be taken into consideration that it is impossible for enforcement officers to cross over the

median as they typically do when performing speed enforcement. If this is not taken into

account, officers will be assigned to areas where their potential for issuing citation is greatly

restricted by these guardrails.
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CHAPTER 3 – PATROL ROUTING FRAMEWORK

3.1 4Es Methodology for Developing Patrol Routing Algorithms

The 4Es model in Figure 3.1 depicts the typical work flow for patrol algorithms from design

to end-user application. Patrol routing algorithms are first expressed in the TURN language

to specify the movement of mobile agents along a predefined network. Mobile agents can

represent any entity moving along any network system composed of edges and vertices. In

our case the entities represent traffic safety officials, such as police officers, patrolling a road

network. The TURN algorithms are then executed and evaluated in the simulation envi-

ronment known as PatrolSim. Lastly, the patrol algorithm results are shown to the mobile

agents upon request. In this section we begin by providing a detailed view of PatrolSim and

CAPSMaps, and then return to patrol routing algorithm expression in TURN. While TURN

patrol routing expression is the first activity in our work flow, we withhold the description

until we have shown the proper motivation for it.

Figure 3.1. 4Es Model
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Figure 3.2. PS Tide - PatrolSim Tab

3.1.1 PatrolSim - Execution

PatrolSim is a simulation tool that implements a selected routing algorithm by moving mobile

agents along predefined networks for a period of time. It is an extension of MCET, a Mobility

Camouflaging Evaluation Tool, developed by Steil et al. (Steil 2009). Simulations are run

from the first tab of PS-Tide, the PatrolSim-TURN integrated development environment,

shown in Figure 3.2.

Each step of the simulation represents one time unit in which the agents may move, and

events may occur at specific network locations. Agent movements are controlled by a patrol

routing algorithm. In the case of officer patrol routing, each time unit represents one minute
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Figure 3.3. PS Tide - TURN Tab
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while(simulation time remains)

{

foreach (agent in agentList)

{

if (agent.isOnDuty and

not agent.assignedToEvent and

agent.stopUntil < currentSimTime)

{

if(not agent.hasDestination)

{

select destination for agent

}

step agent toward destination

}

}

generate events

select available agents to respond to events

log agent positions

increment simulation time by 1 minute

}

calculate and report simulation metrics

Figure 3.4. PatrolSim Pseudocode
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and the agents are law enforcement officers that may move one step along the mileposted

road network. Events represent activities, such as automobile crashes, that agents typically

react to in some way. Pseudocode for the simulation logic is shown in Figure 3.4. PatrolSim’s

parameters include:

1. Road Network Model (See Section 3.1.1)

2. Date range

3. Mobile Agent Patrol Schedules(See Section 3.1.1)

(a) Population

(b) Origination Vertices

(c) Bounding Areas

(d) Start and Stop Times

4. Event Specifications (See Section 3.1.1)

5. Hotspots (See Section 3.1.1)

6. Routing Algorithm (See Section 3.1.1)

PatrolSim simulates a fixed time period specified by a start and end date. Each step in the

simulation represents one minute of activity. A population of agents is created by selecting

their origination mileposts, patrol areas (such as a county), and daily time periods to work.

Edges on the mileposted road network are weighted with values such as historical crash

frequencies. At each simulation step events may occur at each network vertex in one of two

ways: probabilistically (according to the historical event distributions) or deterministically

(modeling actual historical events). When an event occurs the closest agent is selected to

respond.
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Road Network Model

PatrolSim relies on a graph, G = (V,E), that models a connected set of pathways that mobile

agents can traverse. To illustrate we will describe a graph that represents Alabama’s mile-

posted roadways patrolled by the Department of Public Safety (DPS). To model the road

network, a graph was created with vertices at all state-route mileposts and intersections.

Graph vertices that represent consecutive mileposts on the same route are joined by edges.

Edges also join intersections to mileposts at specific geographic locations to connect different

routes. Agents can traverse edges between adjacent vertices in a single step. In this way the

edge distance between an intersection and an adjacent milepost is considered equal to the

edge distance between two adjacent mileposts. Figure 3.6 illustrates the graph with call-out

that focuses on Tuscaloosa County portion. Each of the vertices on the graph is assigned a

list of whole number weights to be used by patrol algorithms. A vertex weight can be used to

indicate if the vertex is hot or not, reflect the probability of a crash occurring, or in any other

way deemed fit. Multiple weights are stored per vertex to allow for differing weights by time-

of-day or day-of-week. The graph that represents the Alabama mileposted network contains

11,757 vertices, representing 277 routes. Intersections account for 994 of these vertices. Dead

ends (vertices with just one neighbor) appear at actual dead ends and at the state lines. The

Alabama mileposted network has been used for other purposes such as simulation of wireless

network communications for vehicle tracking and trooper deployment(Steil and Hong 2008).

PatrolSim reads mileposts and intersections from tab-delimited files. Excerpts of the map

files are shown in Figures 3.5(a) and 3.5(b). Figure 3.5(a) contains the first 10 miles of

Interstate 10 as it enters Mobile County Alabama from Mississippi. Figure 3.5(b) shows all

of the intersections on Interstate 10 within Alabama. The first two fields of the milepost

file, route and milepost, uniquely identify the vertex. The third and fourth fields specify the

geographic coordinates in decimal degree format. The last two fields specify a region-id and

region-name for the vertex. In the case of the Alabama mileposted network, regions repre-

20



Route Milepost x y County
IN0010 0 -88.40047646 30.47430228 Mobile
IN0010 1 -88.38527744 30.48065574 Mobile
IN0010 2 -88.37007487 30.48699441 Mobile
IN0010 3 -88.35447329 30.4924896 Mobile
IN0010 4 -88.33804197 30.49583393 Mobile
IN0010 4.151 -88.33555613 30.49631696 Mobile
IN0010 5 -88.32165899 30.49906996 Mobile
IN0010 6 -88.30572001 30.50354323 Mobile
IN0010 7 -88.29059756 30.5098585 Mobile
IN0010 8 -88.27623713 30.51739947 Mobile
IN0010 9 -88.26228275 30.52548466 Mobile
IN0010 10 -88.24803181 30.53314928 Mobile

(a) mileposts.txt

Route1 Milepost1 Route2 Milepost2
IN0010 4.151 AL0188 0.126
IN0010 11.851 AL0965 0
IN0010 15.69 AL0016 17.331
IN0010 17.124 AL0193 25.523
IN0010 20.082 AL0910 15.174
IN0010 22.221 AL0163 8.621
IN0010 27.662 AL0016 36.204
IN0010 30.22 AL0016 38.862
IN0010 35.129 AL0016 44.363
IN0010 38.72 AL0181 17.295
IN0010 44.278 AL0059 29.349
IN0010 57.836 AL0913 21.95

(b) intersections.txt

Figure 3.5. Mileposted Network Files

sent counties. Each line of the intersections file contains the keys (routes and mileposts) of

two vertices from the milepost file that intersect. PatrolSim treats intersecting vertices as a

single vertex.

Mobile Agent Patrol Schedules

PatrolSim provides three distinct mechanisms to initialize the mobile agent population and

work schedule: Agents from File, Agents per Region, and Random.

1. Agents from File, reads a configuration file like the one presented in Figure 3.7(a).
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Figure 3.6. Mileposted Network
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route mp sTime eTime days patrolType
IN0059 22 10:30 3:30 1110101 Travel
AL0148 2 0:00 8:00 1111111 OnCall
IN0065 57 20:00 4:00 1000000 Travel

(a) AgentSchedules.txt

region sTime eTime workDays agentCount patrolType
Tuscaloosa 6:00 14:00 0111110 8 Travel
Tuscaloosa 6:00 14:00 1000001 5 OnCall

(b) AgentsByRegion.txt

Figure 3.7. Mobile Agent Patrol Schedules

Each line of the file represents an agent, its starting vertex (home), daily start time,

daily end time, the days of the week the agent begins patrols, and the agent’s patrol

type (travel or onCall). Agents with a patrolType of OnCall do not move away from

their starting positions. This initialization method gives the user the greatest control

over the mobile agent population.

2. Agents per Region, illustrated in Figure 3.7(b), allows the user to specify the schedule

for n agents that originate in the same region and patrol during the same time period.

For each agent, the origination vertex is randomly selected from the set of vertices in

the region.

3. Random simply places n agents at random locations on the road network. With the

Random method all of the agents are assigned the same time schedule.

Unless a patrol routing algorithm indicates otherwise, agents are guaranteed to return

home before their end time. The patrol routing algorithm controls the agent until they have

just enough time to take the shortest path home. At that time, the agents use the remaining

steps to navigate home.

Event Location and Hotspot Identification

PatrolSim uses historical event records to guide its modeling of event times and locations

as a simulation is executed. Patrol routing algorithms can use hotspots, segments of the
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route mp lat long DateTime
IN0059 124.5 33.52038297 -86.83027962 1/1/2007 0:05
AL0041 11.7 31.14241651 -87.10777513 1/1/2007 0:10

(a) FixedEvents.txt

route mp start end days eventCount steps
AL0001 0 0:00 23:59 1111111 12 1052640
AL0001 1 0:00 23:59 1111111 4 1052640

(b) EventProbabilities .txt

Figure 3.8. Historical Events Used by PatrolSim

network with a high representation of historical events, to guide the movements of mobile

agents. In our case, we use crash event records from Alabama’s highway system. CARE, a

crash data analysis tool developed at the University of Alabama Center for Advanced Public

Safety (CAPS), is used to identify roadway hotspots (Parrish, Dixon, Cordes, Vrbsky, and

Brown 2003).

PatrolSim can directly replicate historical events or use them as a probabilistic guide

for its creation of events at each step of the simulation. Figure 3.8(a) shows an excerpt

of a 43,575 record listing of automobile crashes that occurred on the Alabama mileposted

network from 2007 to 2008. Each record specifies the exact time and location of a single

event. PatrolSim will replicate the event records from fixed-event listings that coincide

with the selected simulation date constraints. PatrolSim can also use historical events to

create a probability listing of events occurring at each vertex in the network, as shown in

Figure 3.8(b). Using the Event Probability listings there is an eventCount/steps probability

of an event occurring at the designated vertex during each step of the simulation. The

example in Figure 3.8(b) uses the number of events that occurred at each vertex from 2007

to 2008 as eventCount and the number of minutes during the same time period as steps.

These probabilities can be partitioned by day-of-week or time-of-day to better model real

world events.

Patrol routing algorithms can use hotspots derived from historical events, as shown in

Figure 3.9, as a guide to position mobile agents. These records identify hotspot segments
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region route begMP endMP events start end days
Mobile IN0065 0 21 241 7:30 10:29 1111111
Mobile IN0065 23.8 24.8 9 7:00 9:29 1111111

Figure 3.9. Hotspots.txt

by specifying a route, beginning measure, and ending measure. All of the vertices within a

buffered region1 of the hotspot segment are marked as begin “hot”’ for specified days and

time spans. Each vertex maintains a list of days and time spans when it is considered hot.

Hotspot files can be created manually or programmatically. We used CARE to generate

automobile crash hotspot files. CARE uses a two dimensional sliding window (Elvik 2008)

to identify hotspots along measured roadways. Route segments of a given NetworkWindow

size that contain more than a specified number of crashes within a fixed TimeWindow

size are identified as hot. Pseudocode for CARE’s two dimensional hotspot identification

technique is listed in Figure 3.10. Subsets of crashes can be used to target specific categories

of crashes such as alcohol related, speeding, or those involving a commercial vehicle.

Routing Algorithms

PatrolSim uses a selected routing algorithm to choose a new destination for agents who are

on duty, have spent enough time at their current location, are not assigned to an event, and

do not already have a destination. Routing algorithms use a vertex-set-reduction process to

select a new destination vertex. The vertex-set-reduction process starts by considering all

vertices in the graph. A series of Set-Reduction-Functions (SRFs) are then applied to the

vertex set, keeping only the vertices that are considered valuable destinations. The vertex

set reduction process is complete when the set is reduced to a single vertex or the series of

SRFs are concluded. A destination is picked randomly from the final reduced set when it

contains more than one vertex. To illustrate, the full set of vertices may first be reduced to

those in the agent’s assigned region, then further reduced to those that are hot at the current

1A buffered region encompasses the parts of a map that lie within a fixed distance of a point, a set of
points, a line or an area(Clarke 2000).
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timeWindowSize = 120 minutes

timeWindowIncrement = 30 minutes

networkWindowSize = 1.5 mile

networkWindowIncrement = .5 miles

eventThreshold = 30

foreach(route in routeList)

{

currentTime = 0:00

while(currentStartTime+timeWindowSize <= 24:00)

{

currentMeasure = 0;

while(currentMeasure+networkWindowSize<=route.length)

{

if(route.eventCount(currentMeasure,networkWindowSize,

currentTime, timeWindowSize) > eventThreshold)

{

add the current segment to the hotspot list

and merge it with any adjacent hotspots

}

}

}

}

Figure 3.10. CARE’s Two Dimensional Hotspot Identification Pseudocode
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time, and again to those that have not been visited on the current day. Once a destination is

selected, a course is set to it from the agent’s current location. PatrolSim will not choose a

new destination for the agent until the agent reaches its current destination and stays there

an assigned period of time. Section 4.1 addresses how the TURN language is used to express

the vertex-set-reduction process.

Earlier implementations of the SRFs selected a destination from the agent’s neighbors

rather than starting with all of vertices in the network. We had concluded that since the

agent could only travel to one of its neighbors during the next simulation step there was no

reason to choose another vertex. In the earlier paradigm, routing algorithms could analyze

all network vertices when deciding on a travel direction, but the destination vertex was

always one step away. There were three main reasons for changing to the current paradigm:

1. Simulations execute faster because the SRFs are executed less often.

2. Selecting a destination, traveling there, and staying for a time period better models

actual agent behavior and is consequently easier to express.

3. It is now possible to create complimentary patrol routes because agents’ destinations

are known.

3.1.2 PatrolSim - Evaluation

As the simulation executes, the positions of the agents and events are logged and marked

with the current simulation time. The patrol routing algorithms are evaluated with four

metrics by analyzing the simulation log. The metrics described in this section rely on the

values and functions in Table 3.1 that query the simulation log and network graph.

First, Response Time measures the travel time from each event to the closest agent.

The ResponseT ime formula in Equation 3.1 formally represents response time to an event

eId as the minimum distance from each of the AgentCount agents to an event location

27



Table 3.1. Simulation Log Queries

Expression Description
EventCount Number of events that occurred in the simulation.
AgentCount Number of agents that patrolled in the simulation.
EventT ime(eId) Time when event eId occurred.
EventLocation(eId) Location where event eId occurred.
AgentLocation(aId, t) Location of agent aId at time t.
V ertexV isited(vId, d) 1 if vertex vId was traversed on date d, else 0.
HotspotV isited(hId, d) 1 if hotspot hId was visted on date d, else 0.
TravelDistance(v1, v2) The distance of the shortest path from v1 to v1.
AgentHotSteps(aId, d) Min. agent aId was at a hot vertex on date d.
HotSteps(d) Min. on date d when at least 1 vertex was hot.

ResponseT ime(eId) = min(TravelDistance(

AgentLocation(aId, EventT ime(eId)),

EventLocation(eId)))

where aId = 1...AgentCount (3.1)

AverageResponseT ime =

∑EventCount
eId=1 ResponseT ime(eId)

EventCount
(3.2)

NetworkCoverage =

∑eDate
d=sDate

∑V ertexCount
eId=0 V ertexV isited(vId,d)

V ertexCount

DaysInSimulation
(3.3)

HotspotCoverage =

∑eDate
d=sDate

∑HotspotsCount
hId=0 HotspotV isited(hId,d)

HotspotCount

DaysInSimulation
(3.4)

HotspotExposure =

∑eDate
d=sDate

∑AgentCount
aId=0

AgentHotSteps(aId,d)
HotSteps(d)

DaysInSimulation
(3.5)
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EeventLocation(eId) at the time of the event EventT ime(eId). PatrolSim also reports the

average of the event response times, AverageResponseT ime, which is shown in Equation 3.2.

Second, Network Coverage, given in Equation 3.3, is an average of the daily percentage

of graph vertices, V , that are visited during the running of a simulation. Complete Network

Coverage can be achieved with a sufficient number of agents and patrol time but this is

seldom the primary objective. Instead, patrol routing algorithm developers may attempt to

improve Network Coverage without harming Response Time or Hotspot Exposure.

Third, Hotspot Coverage, given in Equation 3.4, is an average of the daily percentage

of hotspots that are visited during the running of a simulation. A hot vertex is considered

visited if an agent is positioned at the vertex for at least one step during a time period when

the vertex is marked hot.

Lastly, Hotspot Exposure, given in Equation 3.5, is an average daily ratio of patrol time

spent at hot vertices to patrol time when hot vertices were available. To achieve complete

hotspot exposure, all Travel agents must be located at a hot vertex at every simulation step

when one or more vertices are hot.

3.1.3 CAPSMaps - Engagement

The last stage of the 4Es process work flow is Engagement. In this stage we make select

patrol routing algorithms available for evaluation and use by agents in the field. The agents

need not be concerned with how the algorithms are expressed and executed. Instead, the

agents simply use CAPSMaps, a web-based GIS portal, to request a patrol route. The agent

selects a date and time to begin patrolling, a patrol duration, the number of agents to utilize,

and a set of hotspots to target. Figure 3.11 illustrates the results of a patrol route request.

The agent is presented with a map and list of stops for a recommended patrol route starting

where they clicked on the map. CAPSMaps uses PatrolSim web-services that return a route

for each agent. When requesting a patrol route, the agent may specify a patrol region by

drawing a polygon on the map (county borders are used otherwise). When requesting a
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Figure 3.11. CAPSMaps

route for a single agent, the user may elect to specify a destination other than the starting

point. For example, an agent may use his lunch location as the alternate destination.

The CAPSMaps interface is also used by routing algorithm designers and end users to

evaluate the practicality of the recommended patrol routes. A routing algorithm may report

good results according to the metrics in Section 3.1.2 yet produce routes that are impractical.

For example, a route that moves the agent to a new destination every 15 minutes may report

an impressive Hotspot Coverage, but is useless to a traffic safety officer on patrol.

Figure 3.11 also shows how agents can view hotspots for selected targets directly on the

map. The agent selects a target and moves the time-of-day slider to the desired time. All

road segments with 2D hotspots (as described in Section 3.1.1) that overlap with the selected

time are displayed as red lines overlaid on the map.
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CHAPTER 4 – PATROL ROUTING LANGUAGE - TURN

4.1 TURN - Expression

TURN is an extensible domain-specific language that is used to express patrol routing al-

gorithms in PatrolSim. Use of domain-specific languages like TURN, rather than high-level

general-purpose languages, typically results in fewer errors and easier simulation valida-

tion(Sargent 2007). TURN programs are developed on the second tab of PS-TIDE, shown

in Figure 3.3. The TURN translator reports success or error messages when complete. When

a TURN build succeeds, the new routing algorithm is immediately made available on the Pa-

trolSim tab. In this section we describe options for agent movement specification (routing),

the details of the TURN language, and the TURN system architecture.

TURN Routing

A TURN routing algorithm is used at each step of a PatrolSim simulation to select a desti-

nation vertex on the graph for each agent. Recall, the routing algorithm uses set-reduction-

functions (SRFs) to narrow the set of eligible vertices. SRFs can use the graph’s edge weights,

logs of agent movements, the current positions of other agents, and regional boundaries to

help choose which vertices to keep. SRFs are stored in an extensible library that is described

in the TURN architecture section. The first SRF must use AllVertices, which represents the

set of all network vertices. In the event that an SRF reduces the neighbor set to one specific

neighbor, that neighbor is selected as the agent’s destination and a course is set to get there.

When more than one vertex is selected by an SRF, they are stored in a result-set and re-

turned as a new set variable. Subsequent SRF calls can further reduce a previously defined
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result-set or start over with the AllVertices set. When a series of SRFs completes, and the

result set still contains more than one vertex, a destination vertex is chosen randomly from

the last SRF result-set. Once an agent’s destination vertex is selected, the travelFunction is

used to set a course to get there. This course is stored as a stack of vertices for each agent

and is called the DestinationCourse. At each simulation step, agents with a non-empty Des-

tinationCourse pop its top item and move there. When the DestinationCourse is empty, the

SRFs are applied and a new DestinationCourse is set. The first SRF is often used as a check

to see if the agent should stay at the current vertex, and if so, for how long to stay.

The TURN Programming Language

In this section we explore all aspects of the syntax and semantics of TURN. The example

TURN program in Figure 4.1 highlights TURN’s features. The first seven lines of a TURN

program may appear in any order. All but the title line are optional.

The title value is the name of the current routing algorithm. It is used as the name

of the C# (Petzold 2001) class and .NET(Prosise 2002) class library that are created by

the TURN compiler. The title is also the name that appears in the algorithm list within

PatrolSim.

The mustReturnHome flag indicates whether the agent must return to its origin vertex

by the end of their current travel period. If mustReturnHome is true, PatrolSim will take

over the agents routing when just enough time remains in the current period for the agent

to take the shortest path home. Because networks in PatrolSim are unweighted, the shortest

path between any two points is identified using a breadth first search (BFS) starting from

one of the two vertices. As the BFS is executed, a predecessor graph is maintained so that

when the destination is located the path back to the source is known (Cormen, Leiserson,

Rivest, and Stein 2001). When mustReturnHome is not set, its value defaults to true.

The useTemplates field specifies the path where the translator can find the turn, travel

and main templates. The purposes of the templates are discussed in the TURN system
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1 //example TURN Program

2 title = TestAlgorithm;

3 mustReturnHome=false;

4 useTemplates="T:\";

5 travelFunction = Travel_ShortestPath;

6 agentsRespondToEvents = true;

7 eventResponseDuration = 60;

8 maxIterations = 20;

9

10 HotSoStaySet = StayWhileHot(allVertices);

11 HomeRegionSet = InAgentsRegion(allVertices);

12 HotSet = NotNow(HomeRegionSet,3)[.75];

13 StayRandomSet = StayHereRandomTimeStepsBounded(allVertices,5,20)[.1];

14

15 $\#

16 private List<Vertex> StayWhileHot(List<Vertex> curSet,

17 PatrolSim patrolSim, Traveler traveler){

18 List<Vertex> results = curSet;

19 if(traveler.Loc.IsHotAtTime(patrolSim.SimTime)){

20 results = new List<Vertex>();

21 results.Add(traveler.Location);

22 }

23 return results;

24 }

25 \#$

Figure 4.1. Example TURN Program
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architecture section. When useTemplates is not specified, the translator looks in its own

execution path for the templates.

The travelFunction statement specifies the navigation logic to be executed by PatrolSim

to identify a DestinationCourse from the agent’s current location to a destination. By default

a BFS shortest path algorithm is used. A routing algorithm designer may prefer to identify

a DestinationCourse that improves a metric such as NetworkCoverage.

By default the agentsRespondToEvents variable is set to false and the simulated agent

selected as the closest to an event does not change its patrol behavior. Consequently, a given

agent may be selected as the closest to simultaneous events. The only criteria is that the

agent be on duty at the time of the event. When the agentsRespondToEvents variable is

set to true the closet available agent to the event is selected and routed to the event location.

The agent then stays at the event location for eventResponseDuration simulation steps.

An agent is not available to respond to other events while traveling to an event location

and then waiting the eventResponseDuration. The value of eventResponseDuration is 0

unless specified otherwise.

The maxIterations statement indicates the maximum number of times to execute the

series of set reduction functions (SRFs) before selecting a random neighbor from the last

SRF result set. When maxIterations is not specified its value is 1. Recall that when an

SRF results in a set containing only one vertex, the agent moves to that vertex and the

remainder of the SRFs are skipped. It is possible to complete a series of SRFs without

reducing the neighbor set to only one neighbor. There are two ways this can happen. First,

the SRFs used by the TURN programmer may not eliminate enough neighbors. Second,

some of the SRFs may be skipped because of execution probability values assigned by the

TURN programmer (these values are discussed below). In the latter case it may be valuable

to execute the series of SRFs multiple times, because a different result may be produced by

each execution.

The next series of statements in a TURN program are the Set Reduction Functions
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(SRFs). Each SRF is executed as part of an assignment statement and has four parts as

follows:

reducedSet=setReductionFunction(

setToReduce, int_args*)

[executionProbability];

• The l-value, reducedSet, of the assignment statement stores the resulting neighbor

set of the SRF call. reducedSet can then be used in subsequent SRF calls as the

setToReduce.

• The setReductionFunction, as the name implies, specifies the SRF to execute. The

argument, setToReduce, appears in parentheses just after the SRF. int args* are

optional integer arguments that are sometime used by SRFs.

• One or more arguments must be passed to the setReductionFunction. The required

argument, setToReduce, specifies the set of vertices with which to work. The set-

ToReduce may be the result of a previous SRF or the allVertices set which holds all

vertices in the graph. The TURN translator verifies that each setToReduce is defined

prior to its use. Additionally, any number of comma separated integers can be used by

an SRF. For example, a single integer argument is used in the StayHereUntilNotHot

SRF to specify the maximum number of steps to stay at the current vertex. Like-

wise, StayHereRandomTimeStepsBounded takes two integer arguments that are used

as bounds when selecting the random number of steps that the agent should wait before

considering moving again.

• The executionProbability, which appears in square brackets following the SRF ar-

guments, introduces non-determinism into the execution of the SRF series. It must

be a literal value between 0 and 1 inclusive. When an executionProbability is

not specified its value is set to 1, guaranteeing the execution of the SRF when the
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Title Description
Closest Set of nodes that are the closest the the agent’s current

position.
HotNow Set of nodes that are hot at the current simulation

step.
InAgentsRegion Set of nodes that are also in the agent’s region

(county).
LeastPatrolledNeighbors Set of an agent’s neighboring nodes that have the low-

est visit count.
NearHot Set of nodes that are also within n steps of a node that

is currently hot.
NeighborsOfAgents The neighbor nodes of the current agent.
NoAgentThereNow Set of nodes that are not currently occupied by an

agent. The current agent’s node is also removed.
NoAgentWithAPathContaining Set of nodes for which no agent currently has a travel

plan that includes them.
NoAgentWithNearbyDestination Set of nodes for which no agent is currently travelling

to within n steps of them.
NoAgentWithSameDestination Set of nodes for which no agent is currently travelling

to them.
NoOtherAgentsNearThereNow Set of nodes without agents ‘nearby’ (or within n

steps). It does not consider the current agent.
NotAgentsCurrentLocation Removes the current agent’s location from the Set-

ToReduce.
NotInterstate Set or nodes that are not Interstate nodes.
NotStateRoute Set or nodes that are not State-Route nodes.
NotStoppedAtInNSteps Set of nodes that have not been stopped at in n steps.
NotVisitedInNSteps Set of nodes that have not been visited in n steps.
OutsideSpecifedRangeOfAgent Set of nodes that are within n steps of the current

agent.
Random One node selected at random from the SetToReduce.
Unvisited Set of nodes that have not been visited on the current

simulation day.
UnvisitedWhileHot Set of nodes that have not been visited, during a time

when they where hot, on the current simulation day.
VisitedLessThan Set of nodes visited< n simulation steps on the current

simulation day.
VisitedWhileHotLessThan Set of nodes visited, during a time when they where

hot, < n simulation steps on the current simulation
day.

WithinSpecifedRangeOfAgent Set of nodes that are within n hops of the agents cur-
rent location.

Table 4.1. Turn Built-in Functions
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Title Description
Stay One node, the current agent’s current node. The

SetToReduce is ignored, but one is still required.
StayHereIfJustGotHereBounded The agent is instructed to start at its current lo-

cation for a random number of steps between min
and max (only if the agent just arrived at the lo-
cation). The agent will not stay if its current
location is not in the SetToReduce.

StayHereRandomTimeStepsBounded The agent is instructed to start at its current lo-
cation for a random number of steps between min
and max. The agent will not stay if its current
location is not in the SetToReduce.

StayHereUntilEndOfDay Lock agent’s position until end of his shift. The
agent will not stay if its current location is not in
the SetToReduce.

StayHereUntilNotHot Lock agent’s position until this node is not hot.
The agent will not stay if its current location is
not in the SetToReduce.

StayHereUntilNotHotBounded Lock agent’s position if the node is currently hot.
The agent will stay until this node is not hot,
but no more than max steps and no less than
min steps. The agent will not stay if its current
location is not in the SetToReduce.

Table 4.2. Turn Built-in Stay Functions
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setToReduce contains more than one neighbor. When an executionProbability of

less than 1 is specified, the associated SRF has the assigned probability of being exe-

cuted for the current agent on the current set reduction series pass. In the Figure 4.1

TURN example, CurrentlyHot has a 75% chance of execution when HomeCountySet

contains 2 or more vertices. When a SRF is skipped, its result set (reducedSet) is

not assigned a value. Therefore any subsequent SRF that uses its result will also be

skipped. StayHereRandomTimeStepsBounded, also in Figure 4.1, has a 7.5% chance

of being executed since it has an execution probability of 0.1 and relies on an SRF with

an execution probability of 0.75.

A complete list of built in SRFs are provided in Table 4.1 and Table 4.2. All of the

functions take a setToReduce as their first argument and many of them accept additional

integer parameters. The TURN functions in Table 4.1 generally select a destination other

than the agents current location. The stay functions in Table 4.2 do not move the agent,

instead they instruct an agent to stay at its current location for a given number of simulation

steps. The stay functions will only instruct the agent to stay if the agents current location

is in the setToReduce.

Finally, TURN allows the programmer to insert C# code literals directly into the trans-

lator’s output class by placing the desired text between the $# and #$ tokens. TURN

programmers who are also comfortable with C# can use the code literal block as a tempo-

rary location to develop new SRFs. Once complete, SRFs should be moved to a location

where they can be reused by other TURN programs.

TURN System Architecture

At a high level, the TURN system centers on a translator that outputs the C# equivalent of

a TURN program. The TURN system, as illustrated in Figure 4.2, consists of TURN code,

a set of templates, the TURN translator, and a C# compiler to produce .NET class libraries

that are used by PatrolSim.
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Reserved Word Required Default
title Yes NA
mustReturnHome No false
useTemplates No PS Tide application path
travelFunction No Shortest path
maxIterations No 1
agentsRespondToEvents No false
eventResponseDuration No 0
allVertices NA All vertices in the road network

Table 4.3. TURN Reserved Words

Figure 4.2. TURN System Architecture
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The TURN translator is implemented using two tools developed by Terence Parr: ANTLR,

a language development tool(Parr 2007), and StringTemplate, a versatile text output frame-

work (Parr ). ANTLR is used to define the acceptable grammar for the TURN language.

The rules for terminal and non-terminal input are written into a two stage grammar system.

First, the basic grammar is responsible for lexing and parsing the TURN input and tokeniz-

ing the program. Rules are included in the grammar to define output to an abstract syntax

tree, which is used by the second portion of the ANTLR grammar set: the tree walker. This

tree walker explores the tree constructed during the lexing and parsing phase and performs

user specified actions upon recognition of particular language constructs.

The elements gathered during the parse of the TURN file are stored in C# data struc-

tures. The elements are then inserted into StringTemplate files which contain corresponding

placeholders. The placeholders are denoted by a leading and trailing $. Two classes, Func-

tionCallData and TurnCodeBody, are used to hold all of the pertinent data extracted when

parsing a TURN program. A FunctionCallData object contains a function name, a set of

neighbors to operate on, a result neighbor set, the number of steps from the current graph

position to consider, and a probability of execution variable. For each function call that

appears in the TURN code file an object of type FunctionCallData is instantiated, loaded

with data, and added to a list. The bodies of each of the functions that are called are loaded

from templates found in a folder specified by the TURN programmer. The function body

template files must have the same names as the function.

TurnCodeBody comprises the sum of the code to be output. The main structure of the

code is loaded from the core string templates. The core templates and the SRF templates to

be used in code generation are loaded in the TurnCodeBody class. The FunctionCallData

objects that were added to the list are read and their data members are inserted into the

templates. This allows TURN to be extended without modifying C# source code, except

through modification of the templates. The templates used by the TURN translator are plain

text and are capable of being nested in one another, allowing for code reuse and extensibility.
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4.2 TURN - Language Empirical Study

The goal of this empirical study is to determine the usability of the TURN programming

language and identify its usability weaknesses as areas for future improvements. The evalu-

ation focuses on the usability of the TURN language for its intended purpose by observing

difficulties participants encounter while using the language and by evaluating the extent to

which the participants’ TURN programs achieve their objectives. Results from the study

will be used to refine the TURN language.

Study Procedures

This study involved 12 graduate computer science students as participants in an hour long

TURN programming tutorial and several hours of related exercises. The exercises are listed

in Figure 4.3. The TURN tutorial took place in a class room setting and the exercises

were completed as homework. Participants received a TURN overview document to serve

as an aid during the tutorial and subsequent exercises. The overview document included

the TURN functions (Table 4.1 and Table 4.2). The participants were encouraged to work

independently from one another but were permitted to ask researchers for assistance when

necessary. Through participant feedback and analysis of participants’ submissions we have

identified three areas to improve the TURN language and tools.

TURN programs submitted by the participants were compiled and executed in an eval-

uation version of PatrolSim created specifically for this study, see Figure 4.4. Each time

the users built or executed their TURN programs the results were logged to a database.

Each entry in the build log includes the participant-ID, problem-ID, the complete TURN

code, a date-time stamp, and a flag that indicates if the build was successful. Each entry

in the execution log includes the participant-ID, problem-ID, a date-time stamp, and all of

the PatrolSim evaluation metrics as discussed in Section 3.1.2. Metric results for each of the

participants were compared to the metrics resulting from baseline solutions provided by the
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researchers (as seen in later in Section 5.1.2). We predetermined that the language would be

considered usable if the average participant metrics are within 70% of the baseline solution

metrics.

Some questions we hoped to be able to answer, given this data, included the following:

1. For each problem, what percentage of the participants were able to complete the task

successfully? Further, what percentage of the participants were able to meet or exceed

the baseline solution metrics?

2. What percentage of participant build attempts were successful? A successful build

compiles with no errors and produces an executable TURN program.

3. Is there a relationship between the number of builds (per participant, per exercise) and

the participant’s best performing attempt?

4. Is there a relationship between participant performance between exercises? Do partic-

ipants who perform well one exercise also perform well on other exercises?

5. What problems are observed with TURN development (poor syntax, typing errors,

etc.)?

6. Did any participant submissions stand out in a positive or negative way?

IRB (Internal Review Board) approval was received for this study. The IRB approval

letter appears in Appendix D.

Study Results

Twelve students participated in the TURN Usability evaluation. They completed the as-

signed exercises between March 30th and April 1st. Only two of the students asked for

assistance while completing the exercises. Their questions where about the study proce-

dures, not TURN syntax or PatrolSim. Our conclusions to the 6 study questions are listed

below.
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Route Coverage - ID: rtcov
In this exercise, try to maximize route coverage. Route coverage is the percentage of total
nodes visited each day. The goal is simply to cover all of the segments of the roadway
network during the simulation period (or at least as many as possible with the officers you
have). To “cover” a node, an offer only needs to visit it for one simulation step (it is not
necessary that the officer stop at the node).
Hotspot Coverage - ID: hotcov
In this exercise, try to maximize hotspot coverage. hotspot coverage is the percentage hot
nodes that are “covered” during each day of patrolling. To “cover” a hot node, an officer
only needs to visit it for one simulation step (it is not necessary that the officer stop at the
hot node). The goal is to try to cover as many hotspots as possible during the simulation
period. Remember that hotspots move throughout the day.
Hotspot Exposure - ID: hotexp
In this exercise, try to maximize hotspot exposure. Hotspot exposure is the ratio of officer
time spent at hot nodes to total time spent patrolling. Since the amount of time spent
patrolling is fixed, you should just attempt to make the officers stay at hot nodes as much
as possible. Remember that hotspots may move throughout the day.

Figure 4.3. TURN Usability Evaluation Exercises

Figure 4.4. IDE for TURN Usability Study
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Question 1 Table 4.4 illustrates the runtime metrics and baseline comparisons for each

problem and participant. Each row reports the result of the participant’s highest value for

each metric for an exercise. For example, for participant 171 on exercise hotcov, the value in

the corresponding hotcov column is 0.8982. This indicates the highest value the participant

171 attained for that exercise. The target metric for each of the exercises are marked in bold.

The column ≥BL indicatse if the participant met or exceeded baseline. The ≥.7BL column

indicates if the participant met or exceeded usability threshold. The usability threshold was

set at 70% of the value of the baseline for each metric. 35.6% of the total problem responses

met or exceeded the baseline metric. 100.0% of the results were found to be at or above

the usability threshold. This indicates that, despite the brief introduction the particpants

had to the TURN language and the domain of patrol routing, most participants were able

to provide solutions to rudimentary patrol routing exercises.

Question 2 230 out of 310, or 74.2%, of the attemped builds by paricipants were successful.

We consider this to be a reflection of the low complexity of TURN syntax.

Question 3 There was no significant correlation between the number of builds performed

by the participants and his algorithm’s performance in terms of the simulation metrics. The

Pearson Correlation Coefficient was calculated for each of the exercises. The coefficient

was measured between the number of builds and best result metric per participant, per

exercise. For hostspot coverage, hotspot exposure, and route coverage the coefficients were

0.1588, -0.0894, and 0.1149, respectively. This shows that the participants success meeting

or exceeding the baseline metrics was not dependent on trial and error.

Question 4 There was not a significant correlation for participant ranks between exercises.

There were no clear strong or weak participants. While most participants attained 100%

rtcov, there was significant variance in values of hotcov and hotexp. Table 4.5 shows the

relative rankings of each participant for hotcov and hotexp. For example, particpant 162 had
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the best score for hotcov but had the next to lowest score for hotexp. rtcov was omitted

because of the large number of ties for first place. A Pearson Correlation Coefficient was

calculated between the rankings of each participant, yielding a result of -0.1538, indicating

no correlation in the rankings.

Question 5 There were several reasons for the 80 build attempts that where unsuccessful.

They include:

• Missing a set variable as an lvalue when calling a SRF.

• Missing a set variable as an argument to a SRF.

• Missing semicolons.

• Misspelling SRF names.

• Attempting to pass an undefined set to a SRF.

• Participants reported difficulty understanding some of the error messages returned by

the TURN compiler.

• Participants reported runtime errors when using a couple of the SRFs provided for the

exercise.

Question 6 Participant 171’s submission for the hotexp exercise, seen in Figure 4.5, scored

well above the baseline and all of the other participant submissions. This participant only

built and ran their program one time for this exercise. The submission differs from the

hotexp baseline solution in only one regard. The baseline solution, seen in Figure5.7(a), uses

the InAgentsRegion SRF, while participant 171’s solution does not. Allowing the agents

to target hotspots outside of their region resulted in a greater hotexp. We believe that most

other participants used the InAgentsRegion SRF because it was one of the SRFs illustrated

during their tutorial.
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1 title=hotexp

2 useTemplates="C:\Turn\Templates\";

3 agentsRespondToEvents = true;

4 eventResponseDuration=60;

5

6 stay = StayHereUntilNotHot(allVertices);

7 hotVertices = HotNow(allVertices);

8 closestSet=Closest(hotVertices);

Figure 4.5. Participant 171’s hotexp Submission

While participant 165’s best submission for the hotcov exercise scored above 70% of the

baseline, it scored well below the submission of all of the other participants. This submission

is shown in Figure 4.6. The baseline solution is shown in Figure5.6(a). Paricipant 165 built

12 times for the hotcov exerciese. 9 of the 12 build attempts were successful. Participant

165’s lower score on hotcov was mostly due to the use of the Unvisited SRF reather than the

UnvisitedWhileHot SRF. In participant 165’s solution the agents can only select unvisited

vertices as destinations, even if they were not hot when they were visited. As a consequence,

this solution is the only hotcov one that obtained complete rtcov.

All participants, except 166, where close to achieving complete network coverage. Par-

ticipant 166 had 2 builds, both successful, for the rtcov exercise. Participant 166’s best

rtcov solution is shown in Figure 4.7. This solution allowed agents to select a vertex as its

destination as long as it was in the agents region and it had not been visited in 10 simulation

steps. This allowed the agent to select the same vertex multiple times before covering them

all.

Overall, the results of this study indicate that TURN is well suited for its intended

purpose.

Areas for Improvement

This study has brought to light three areas of improvement that would benefit patrol route

development with TURN. First, since missing semicolons were a common reason for build
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Problem User Build Succ. hotcov hotexp rtcov Baseline ≥BL ≥.7BL
Count Build% (BL)

hotcov 161 31 83.9% 0.9214 0.5374 0.7698 0.9180 yes yes
162 1 100.0% 0.6545 0.1352 0.8164 0.9180 no yes
163 2 100.0% 0.9187 0.2629 0.8471 0.9180 yes yes
164 24 70.8% 0.8405 0.2893 0.9206 0.9180 no yes
165 12 75.0% 0.7410 0.814 1.0000 0.9180 no yes
166 3 100.0% 0.8427 0.2853 0.7362 0.9180 no yes
167 18 77.8% 0.8830 0.8172 0.9930 0.9180 no yes
168 6 100.0% 0.8822 0.2732 0.8814 0.9180 no yes
171 3 100.0% 0.8982 0.1426 0.9005 0.9180 no yes
173 7 100.0% 0.9161 0.1501 0.9891 0.9180 no yes
174 10 80.0% 0.9146 0.7563 0.9857 0.9180 no yes
175 1 100.0% 0.9173 0.2673 0.7608 0.9180 no yes

hotexp 161 6 83.3% 0.4681 0.8131 0.6038 0.8165 no yes
162 1 100.0% 0.6787 0.8183 0.8370 0.8165 yes yes
163 2 50.0% 0.3433 0.8169 0.5310 0.8165 yes yes
164 15 80.0% 0.9102 0.7565 0.9071 0.8165 no yes
165 12 41.7% 0.6422 0.8147 0.6003 0.8165 no yes
166 3 66.7% 0.5635 0.7556 0.6558 0.8165 no yes
167 4 100.0% 0.5643 0.8176 0.5752 0.8165 yes yes
168 23 82.6% 0.8412 0.8150 0.8818 0.8165 no yes
171 1 100.0% 0.3317 0.8767 0.4134 0.8165 yes yes
173 2 100.0% 0.3999 0.7903 0.5980 0.8165 no yes
174 6 66.7% 0.5621 0.8147 0.6036 0.8165 no yes
175 6 66.7% 0.5662 0.7448 0.5736 0.8165 no yes

rtcov 161 31 80.6% 0.7212 0.1246 1.000 1.000 yes yes
162 2 50.0% 0.7134 0.1165 0.9996 1.000 no yes
163 2 100.0% 0.7026 0.1209 0.9844 1.000 no yes
164 41 41.5% 0.8405 0.3802 0.9902 1.000 no yes
165 7 85.7% 0.7190 0.1313 1.000 1.000 yes yes
166 2 100.0% 0.7015 0.1203 0.9153 1.000 no yes
167 7 71.4% 0.8427 0.3791 1.000 1.000 yes yes
168 1 100.0% 0.7082 0.1216 1.000 1.000 yes yes
171 1 100.0% 0.7126 0.0985 1.000 1.000 yes yes
173 15 73.3% 0.7123 0.1233 0.998 1.000 no yes
174 1 100.0% 0.7268 0.1202 1.000 1.000 yes yes
175 1 100.0% 0.7082 0.1187 1.000 1.000 yes yes

Table 4.4. TURN Usability Study Metrics
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Participant ID hotcov Rank hotexp Rank
161 12 5
162 1 11
163 11 9
164 3 3
165 2 6
166 4 2
167 6 10
168 5 8
171 7 12
173 9 4
174 8 7
175 10 1

Table 4.5. TURN Participant Rankings per Exercise

1 title=ExampleProgram

2 useTemplates="C:\Turn\Templates\";

3 agentsRespondToEvents = true;

4 eventResponseDuration=60;

5

6 set1 = Unvisited(allVertices);

7 set2 = HotNow(set1);

8 set3 = Closest(set2);

9 set4 = NoAgentWithSameDestination(set3);

Figure 4.6. Participant 165’s hotcov Submission

1 title=ExampleProgram

2 useTemplates="C:\Turn\Templates\";

3 agentsRespondToEvents = true;

4 eventResponseDuration=60;

5

6 regionSet=InAgentsRegion(allVertices);

7 next=NotVisitedInNSteps(regionSet,10);

Figure 4.7. Participant 166’s rtcov Submission
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errors we could just make them optional in the TURN syntax. Second, error messages

returned by the TURN translator should be improved. The current, poor, messages make

it difficult for the participants to identify the cause of their build errors. This may have led

to more attempted builds with errors. Third, the SRFs that were causing runtime errors

should be removed from the library or fixed.
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CHAPTER 5 – CASE STUDIES

5.1 Case Studies

The following case studies illustrate the various aspects of the 4Es model. The first case

study, Staging Points, illustrates how to use PatrolSim with very simplistic TURN algo-

rithms. The second case study, Highway Patrol, demonstrates seven patrol routing algo-

rithms with varying goals and shows how their results differ.

5.1.1 Staging Points

Timely response to automobile crashes is a high priority for emergency medical technicians

(EMTs), law enforcement officers, and wrecker service companies. This section illustrates

how PatrolSim and TURN can be used to evaluate staging points for first-responders within

a defined geographic region. This scenario is used as a simplistic example of how PatrolSim

and TURN can be used by decision makers to identify and evaluate staging points and get

specific answers to a variety of high level questions. In this case study we will only measure

ResponseT imes to events. Because agents will be positioned at fixed locations, there is no

benefit to measuring NetworkCoverage, HotspotCoverage or HotspotExposure. For this

example, a variety of regional center points are selected as staging points.

Center Point Identification

To select staging points for first responders, the following six strategies are used to locate

mileposted network vertices that are center points. Examples of the CRCP, CH-CRCP, and

CCP are illustrated in Figure 5.1.
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• County Roadway Center Point (CRCP) - The vertex on the milepost graph that has

the minimum total distance to all of the vertices in a given county. This is the ”Mini-

mum Distance Sum” or ranking criterion of Bonchev’s graph center concept (Bonchev,

Balaban, and Mekenyan 1980) and is calculated for each county by independently sum-

ming the shortest path distances from each vertex in the graph to all of the vertices

in a given county. BFS is used to find the shortest paths. While it is possible for a

CRCP to be located outside the county in question, this does not occur when using

the Alabama mileposted network. CRCPs are fixed unless the road network changes.

• Crash Hotspot - County Roadway Center Point (CH-CRCP) - The vertex on the mile-

post graph that has the minimum total distance to all of the hot-vertices in a given

county. This is calculated by finding the sum of the distances from each vertex to all

of the hot-vertices in a given county. When a county contains no hotspots the CRCP

is used.

• Crash-Hotspot County Roadway Center Point Improved (CH-CRCP-I) - This improved

version of CH-CRCP adds the CRCP as a hot vertex before calculating the CH-CRCP.

This moves the CH-CRCP toward the CRCP (especially when the county has few

hotspots).

• Crash-Hotspot County Roadway Center Point Improved by Time of Day- (CH-CRCP-

I-TOD) - Eight center points are located for each county. Each one represents the

CH-CRCP-I for a 3 hour period. The first and second time periods are from 00:00 -

02:59 and 03:00-05:59 respectively. The others continue with the same pattern.

• Crash Center Points (CCP) - The vertex on the milepost graph that has the minimum

total distance to all of the crashes in a county during a given year. This is calculated

by finding the sum of the distances from each vertex to the nearest vertex of each

crash. In this way the distances to vertices without crashes are not counted while the

distances with verticies with multiple crashes are counted multiple times.
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Figure 5.1. Center Point Examples
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Questions

• Q1: Are response times to Alabama highway crashes reduced by positioning responders

at County Roadway Center Points (CRCP) as compared to random points within the

county?

• Q2: Are response times to crashes reduced by positioning responders at Crash Hotspot

- County Roadway Center Points (CH-CRCP) as compared to County Roadway Center

Points (CRCP)?

• Q3: Are response times to crashes reduced by moving the responder’s position to

hotspot center points that are dependent on the time of day?

• Q4: When using fixed point patrol strategies, are response times to crashes consistent

from year to year?

• Q5: How do response times from Crash Hotspot - County Roadway Center Points

(CH-CRCP) compare with response times from the Crash Center Points (CCP)?

Experiment

Center point identification methods are compared by positioning an officer at each county

center point and measuring response times to crashes. Response times are measured by

calculating the distance of the shortest path from each of the 2007 and 2008 Alabama on-

system crashes to the closest officer. For this example, on-system crashes are those that occur

on mile posted roadways, consisting of the state routes and interstates. An officer is never

considered occupied (AgentsRespondToEvents is false) so a single officer can be selected as

the closest to multiple crashes even if the crashes occur at proximal times. Alabama roadway

crashes from 2007 are used in all center point identification methods that rely on hotspot

or crash locations. Response times to 2007 and 2008 crashes are measured independently so

that results can be compared.
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title=stayAtStaringPoint

useTemplates="T:\";

set1=Stay(allVertices);

(a) Stay At Staring Point

title=gotoRegionsHotVertiex

useTemplates="T:\";

staySet=StayHereUntilNotHot(allVertices);

regionSet=InAgentsRegion(allVertices);

hotSet=HotNow(regionSet);

(b) Go to region’s hot vertiex

Figure 5.2. Staging Point TURN Programs

The gotoRegionsHotVertex patrol routing algorithm is used for the CH-CRCP-I-TOD

experiment, stayAtStartingPoint is used for all of the others. The TURN syntax for both of

these is listed in Figure 5.2. The stayAtStartingPoint algorithm is guaranteed to leave the

agents at their original positions. The gotoRegionsHotVertex algorithm moves the agents to

the next hot vertex in their region and then stays there until the “hot vertex” moves. Recall

that the center points identified using CH-CRCP-I-TOD are based on a three hour period.

In this staging point example, there is only one hot vertex per region at a given time, and it

marks the center point (which many or may not actually be located at a real hotspot).

Hotspot Identification

The CARE variable length hotspot identification tool is used to locate the crash hotspots

using 2007 crashes. CARE’s output describes hotspots using a route-id, beginning milepost

and ending milepost. Each of the vertices on the mileposted network that are within one

mile of a hotspot are marked as hot.

Results

Table 5.1 and Figures 5.3 and 5.4 detail the response time results from our experiments. The

following are the answers to the questions above for this particular example (only).
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• Q1: As expected, the random positioning of an agent in each region resulted in the

longest average response times. Average response times using CRCPs as staging points

are approximately 27% faster than random staging points. The difference between

these means is significant with an α value of .000. The answer to our first question is

clearly yes.

• Q2: Average response times were further improved using the CH-CRCP and CH-

CRCP-I staging points. Response times using these hotspot center point methods was

approximately 12.3 minutes, 1 minute faster than CRCP. This was also measured as

significant with an α value less than .001. So, the answer to our second question is

also yes.

• Q3: While CH-CRCP-I-TOD showed minimal average response time improvement

over CH-CRCP-I, that reduction was not significant. Hotspots do shift throughout the

day but the county hotspot center points vary little by time of day.

• Q4: Table 5.1 and Figure 5.4 answer our fourth question. They show that for each set

of points the average response times for 2007 and 2008 crashes are not significantly dif-

ferent. Specifically, the response times from the CRCPs are not significantly different,

with an α value of .170.

• Q5: The CCP staging strategy had the lowest average response time, approx. 11.7

minutes. That is 30 seconds (4%) faster than CH-CRCP-I-TOD. Recall that CCP

used the center points of all of the 2007 crashes rather than the center points of 2007

hotspots.

5.1.2 Highway Patrol

Traffic safety law enforcement have two primary patrol goals: to deter crashes and to respond

to them when they occur. To keep from recommending the same patrol route every time an

55



Table 5.1. Center Point Response Times

Response Times to Crashes by Year
Year Mean Median Std Min Max

(min.) (min.) (min.) (min.) (min.)
Random 2007 21.44 21 10.88 0 79

2008 18.38 18 8.78 0 58
CRCP 2007 13.28 13 6.99 0 49

2008 13.37 13 6.99 0 48
CH-CRCP 2007 12.25 11 8.01 0 67

2008 12.51 11 7.94 0 65
CH-CRCP-I 2007 12.19 11 7.84 0 65

2008 12.44 11 7.76 0 63
CH-CRCP-I-TOD 2007 12.18 11 8.05 0 50

2008 12.38 11 7.98 0 52
CCP 2007 11.70 11 7.67 0 50

2008 11.87 11 7.62 0 45

Figure 5.3. 2007 Center Point Response Times Compared
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Figure 5.4. 2007 vs. 2008 Center Point Response Times
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agent requests one, we make sure that our patrol routing algorithms are nondeterministic by

introducing randomness. In this section we describe several simple patrol routing strategies

and compare their results using the four metrics described in Section 3.1.2.

Experiment

Seven highway patrol routing strategies are executed in PatrolSim and evaluated. Six of the

strategies are classified as greedy because they target single metrics and make short-sighted

decisions. Three of the greedy strategies are created by applying an improvement to the

other three. The final patrol routing strategy is offered as a practical option for highway

patrol use.

First, greedyNetworkCoverage in Figure 5.5(a) simply directs each agent to the closest

unvisited vertex in their assigned region. An agent’s region is determined by the region of

agent’s initial vertex. Unvisited vertices are those at which an agent has not been present

during the current day. Second, greedyHotspotCoverage in Figure 5.6(a) directs the agents to

the closest UnvisitedWhileHot vertex in their assigned region. UnvisitedWhileHot includes

all of the vertices for which an agent has yet to be present during a time when the vertex is

marked as hot on the current day. Third, greedyHotspotExposure in Figure 5.7(a) stays at

the current vertex as long as it is hot then moves to the closest hot vertex in the region.

The other three greedy strategies, greedyNetworkCoverageLazy, greedyHotspotCover-

ageLazy, and greedyHotspotExposureLazy are listed in Figures 5.5(b),5.6(b),5.7(b), respec-

tively. They improve their counterparts with the addition of two SRFs that help avoid

needless travel. It is important here to recall three key concepts of the set reduction logic;

1. When an SRF returns a set with one vertex, that vertex is selected and the rest of the

SRFs are skipped.

2. SRFs whose setToReduce is empty are skipped.
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3. When the series of SRFs is complete, a destination is chosen at random from the last

resultSet that received a value, or from allVertices if no resultSet recived a value.

Consider the greedyHotspotExposure program in Figure5.7(a); when a hot vertex is not

present within an agent’s region at a given time, a destination is chosen from the regionSet.

As a result, the agent will travel to a random vertex in the region, accumulating travel miles

and possibly moving further away from the next hot vertices. To avoid this situation, the

Lazy TURN programs simply use Random(closestSet) and Stay(allVertices) as their last two

set reduction functions. As long as the vertex-set that is passed to Random is non-empty

it will return a set containing exactly one vertex. The Stay SRF returns a set containing

only the agent’s current location if it is found in the SetToReduce. In the event that the

closestSet contains more than one vertex, Random will select one of its vertices and Stay

will not be called. On the other hand, when closestSet is empty Random will be skipped

and Stay will be used.

The final patrol routing strategy is offered as a practical option for highway patrol use.

TeamCoverage in Figure 5.8, illustrates a TURN program that creates complementary patrol

routes for agents and balances the strengths of the greedy methods. In the teamCoverage

TURN program, an agent will stay at its current location if the location is hot and no agent

has stopped there within the last 25 minutes. TeamCoverage instructs the agents to stop

at least 35 minutes and at most 75 minutes. If the vertex ceases to be hot during the 35 to
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1 title=greedyNetworkCoverage

2 useTemplates="T:\";

3 agentsRespondToEvents=true;

4 eventResponseDuration=60;

5

6 regionSet=InAgentsRegion(allVertices);

7 unvisitedSet=Unvisited(regionSet);

8 closestSet=Closest(unvisitedSet);

(a) Greedy Network Coverage

1 title=greedyNetworkCoverageLazy

2 useTemplates="T:\";

3 agentsRespondToEvents=true;

4 eventResponseDuration=60;

5

6 regionSet=InAgentsRegion(allVertices);

7 unvisitedSet=Unvisited(regionSet);

8 closestSet=Closest(unvisitedSet);

9 randomHot=Random(closestSet);

10 staySet2=Stay(allVertices);

(b) Greedy Network Coverage Lazy

Figure 5.5. Greedy Network Coverage Highway Patrol TURN Programs
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1 title=greedyHotspotCoverage;

2 useTemplates="T:\";

3 agentsRespondToEvents=true;

4 eventResponseDuration=60;

5

6 regionSet=InAgentsRegion(allVertices);

7 hotSet=HotNow(regionSet);

8 unvisitedSet=UnvisitedWhileHot(hotSet);

9 closestSet=Closest(unvisitedSet);

(a) Greedy Hotspot Coverage

1 title=greedyHotspotCoverageLazy

2 useTemplates="T:\";

3 agentsRespondToEvents=true;

4 eventResponseDuration=60;

5

6 regionSet=InAgentsRegion(allVertices);

7 hotSet=HotNow(regionSet);

8 unvisitedSet=UnvisitedWhileHot(hotSet);

9 closestSet=Closest(unvisitedSet);

10 randomHot=Random(closestSet);

11 staySet2=Stay(allVertices);

(b) Greedy Hotspot Coverage Lazy

Figure 5.6. Greedy Hotspot Coverage Highway Patrol TURN Programs
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1 title=greedyHotspotExposure;

2 useTemplates="T:\";

3 agentsRespondToEvents=true;

4 eventResponseDuration=60;

5

6 staySet=StayHereUntilNotHot(allVertices);

7 regionSet=InAgentsRegion(allVertices);

8 hotSet=HotNow(regionSet);

9 closestSet=Closest(hotSet);

(a) Greedy Hotspot Exposure

1 title=greedyHotspotExposureLazy

2 useTemplates="T:\";

3 agentsRespondToEvents=true;

4 eventResponseDuration=60;

5

6 staySet=StayHereUntilNotHot(allVertices);

7 regionSet=InAgentsRegion(allVertices);

8 hotSet=HotNow(regionSet);

9 closestSet=Closest(hotSet);

10 randomHot=Random(closestSet);

11 staySet2=Stay(allVertices);

(b) Greedy Hotspot Exposure Lazy

Figure 5.7. Greedy Hotspot Exposure Highway Patrol TURN Programs
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75 minute bound, the agent will select a new destination. TeamCoverage chooses an agent’s

next destination in one of four ways.

1. First, TeamCoverage uses a set of SRFs that attempts to select in the agent’s region a

vertex that is unvisited, currently hot, not within 20 steps of another agent’s stopping

point, and not within 20 steps of another agent’s destination.

2. Second, if no vertex meets the first set of criteria, TeamCoverage attempts to select

a hot vertex in the region with no other agents close-by. The second vertex selection

attempt uses the same SRFs as the first attempt without the unvisited constraint.

3. Third, if no vertex meets the second set of criteria, TeamCoverage tries again without

the requirement that the vertex be hot.

4. Finally, if a destination vertex has not been selected, a random vertex is selected from

last non-empty set returned from an SRF.

The following PatrolSim parameters are used for all highway patrol experiments.

• Date Range - Two simulations are run for each algorithm evaluated so that response

times can be measured for 2007 and 2008 separately.

• Agent Population - The agent population in Figure 5.9 is modeled after the Alabama

trooper population from 2008. We estimate the number of troopers patrolling by

finding the count of different troopers who issued citations per county, per day of the

week, and per shift. Each day is split into three shifts (7:00-14:59, 15:00-22:59, 23:00-

6:59). First shift is assigned 147 agents, second shift is assigned 110 agents, and third

shift has one agent On Call per county. Each agent is assigned a single home vertex

to start from each time its shift begins. The start positions are initially selected at

random from the vertices in the agent’s assigned county. The same agent population

is used to evaluate all of the patrol algorithms. During the third shift the On Call
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1 title=TeamCoverage

2 useTemplates="T:\";

3 agentsRespondToEvents=true;

4 eventResponseDuration=60;

5

6 regionSet=InAgentsRegion(allVertices);

7 noRecentStopSet=NotStoppedAtInNSteps(regionSet,25);

8 staySet=StayUntilNotHotBounded(noRecentStopSet,35,75);

9

10 unvisitedSet=VisitedLessThan(regionSet,5);

11 unvisitedOpenSet=NoOtherAgentsStoppedNearThereNow(

unvisitedSet,20);

12 unvisitedVacantSet=NoAgentWithNearbyDestination(

unvisitedOpenSet,20);

13 hotUnvisitedVacantSet=HotNow(unvisitedVacantSet);

14 //random unvisited hot vertex with no agent close

15 randomSet1=Random(hotUnvisitedVacantSet);

16

17 openSet=NoOtherAgentsStoppedNearThereNow(regionSet,20);

18 vacantSet=NoAgentWithNearbyDestination(openSet,20);

19 hotVacantSet=HotNow(vacantSet);

20 //random hot vertex with no other agent close

21 randomSet2=Random(hotVacantSet);

22

23 //random vertex with no other agent close

24 randomSet3=Random(vacantSet);

Figure 5.8. TeamCoverage Highway Patrol TURN Program
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agents start from the county roadway center points. On Call agents stay at their

assigned location until an event occurs. After responding to an event they return to

their assigned starting location.

• Events - Alabama crashes that occurred on the network are used as fixed events. See

Section 3.1.1 for details.

• Events Response - All of these TURN programs instruct the closest agents to respond

to events and stay at the event locations for 60 minutes. Several members of the

Alabama DPS recommended the 60 minute eventResponseDuration (Clark and Taylor

2009).

• Hotspots - 2007 hotspots are located with CARE’s 2D hotspot identification tool as

shown in Figure 5.9. One-mile state highway road segments with two or more crashes

within a two-hour window are marked as hot. Similarly, one-mile interstate road

segments with four or more crashes within a two-hour window are marked as hot. In

total, 19.4%, or 2,283 of the 11,757 verticies in the Alabama mileposted network are

marked as hot.

Results

All of the highway patrol routing algorithms achieved their designed goals. This section

describes the simulation results listed in Table 5.2.

GreedyNetworkCoverage and GreedyNetworkCoverageLazy achieve 100% NetworkCov-

erage by successfully patrolling all vertices in the network each day. The lazy version reports

less than a quarter of its counterpart’s MilesTraveled; approximately 100 — rather than 400,

miles per officer per day. Consequently, GreedyNetworkCoverage is able to obtain a 71%

HotspotCoverage while GreedyNetworkCoverageLazy reports only 46%. HotspotExposure

is low for both GreedyNetworkCoverage and GreedyNetworkCoverageLazy because the al-

gorithms make no attempt to stop at hotspots. GreedyNetworkCoverageLazy resulted in a
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Figure 5.9. Highway Patrol Agent Start Locations and Hotspots
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Table 5.2. Highway Patrol Results

Daily Patrol Metric Averages

Patrol Strategy Year Network Miles Response Hotspot Hotspot
Coverage Traveled Time Coverage Exposure

GreedyNetworkCoverage 2007 1.000 115,828.1 13.219 .718 .124
2008 1.000 116,075.1 13.283 .716 .118

GreedyNetworkCoverageLazy 2007 1.000 25,971.7 15.481 .449 .121
2008 1.000 25,904.9 15.403 .446 .112

GreedyHotspotCoverage 2007 .736 110,646.7 13.239 .918 .271
2008 .736 110,866.4 13.550 .918 .265

GreedyHotspotCoverageLazy 2007 .632 55,914.3 15.170 .918 .501
2008 .632 56,041.3 15.494 .918 .495

GreedyHotspotExposure 2007 .494 18,039.4 12.348 .350 .821
2008 .492 17,966.0 12.618 .341 .817

GreedyHotspotExposureLazy 2007 .374 9,203.7 12.618 .350 .828
2008 .372 9,140.4 12.641 .341 .824

TeamCoverage 2007 .627 21,932.3 11.704 .452 .754
2008 .625 21,857.8 12.061 .444 .750

significant, and unexpected, increase in ResponseTime over GreedyNetworkCoverage. We

found that the increased response time of the lazy version is due to agents within a region

congregating at a single vertex and remaining there. As the simulation executes, eventually

only one unvisited vertex remains in a region and all agents in that region select it as their

next destination. Consequently, for GreedyNetworkCoverageLazy, all of the region’s agents

stay at the same location for the remainder of the shift, resulting in poor ResponseTimes.

GreedyHotspotCoverage and GreedyHotspotCoverageLazy obtain the highest Hotspot-

Coverage, approximately 91%. Complete HotspotCoverage is not achieved because our

greedy algorithms make no attempt to coordinate agents to cover simultaneous hotspots

during the first two shifts and because some hotspots are only hot during the third shift

when no officers are travelling. Agents travel only half as many miles when using Greedy-

HotspotCoverageLazy as compared to GreedyHotspotCoverage. Additionally, the lazy ver-

sion increases HotspotExposure from 25% to 50% by stopping agents at vertices that are

likely to be hot rather than continually travelling to random vertices for the remainder of
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the shift. Unfortunately, GreedyHotspotCoverageLazy ResponseTimes suffer the same fate

as GreedyNetworkCoverageLazy ; the agents are again likely to congregate and stop at the

same final destination.

GreedyHotspotExposure and GreedyHotspotExposureLazy obtain the highest Hotspot-

Exposure, approximately 82%. Complete HotspotExposure is not achieved because agents

must spend time travelling to events, working events, travelling between hotspots, and trav-

elling home. As a result of keeping the agents stopped at hot vertices, the hotspot expo-

sure algorithms exhibit the least NetworkCoverage, MilesTraveled, and HotspotCoverage.

The MilesTraveled for GreedyHotspotExposureLazy are nearly half the MilesTraveled for

GreedyHotspotExposure, approximately 35 rather than 70 miles per officer per day. Of

the greedy algorithms GreedyHotspotExposure and GreedyHotspotExposureLazy obtain

the shortest ResponseTimes. In this case the lazy version does not cause the agents to

congregate because the set of vertices to select from does not narrow to a single vertex as

the day progresses.

TeamCoverage illustrates how a patrol routing algorithm can achieve balance between

the metric results. Unlike the greedy algorithms, TeamCoverage attempts to create com-

plementary patrol routes for the agents. As a result TeamCoverage achieves the shortest

response times while requiring each agent to travel less than 86 miles per day on average.

TeamCoverage positions agents in hotspots 75% of the time, second only to the greedy

HotspotExposure algorithms. TeamCoverage is also able to cover approximately 62% of the

road network and 45% of the hotspots daily.
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CHAPTER 6 – CONCLUSION AND FUTURE WORK

The strength of the 4Es model presented in this dissertation is the integration of the compo-

nents needed to express, execute and evaluate patrol routing algorithms and then to engage

the patrol agents. The model allows for patrol routing algorithms to be created, modified,

and evaluated both objectively and subjectively - objectively evaluated according to prede-

fined metrics, and subjectively evaluated by end users for practicality. We show the 4Es

model in the traffic safety domain where it is first being applied. In this dissertation the

example domain agents represent state troopers, events represent automobile crashes, and

hotspots represent road segments with high frequencies of automobile crashes.

Traffic law enforcement agents with whom we collaborate believe automated patrol rec-

ommendations will soon be used regularly (Clark, McMurray, and Wilkerson 2009). A letter

from Captain Clark is included in Appendix E. Many federal grants that provide overtime

pay for traffic law enforcement require data-informed target selection, a plan for coordinated

enforcement, and a means of evaluating the enforcement effects. The tools provided by the

4Es model will assist law enforcement commanders in selection of daily enforcement routes

and ensure that funded traffic details target the proper roadway segments.

The web interface presented in Figure 3.11 was made available to participants in the Tick-

eting Aggressive Cars and Trucks (TACT) initiative sponsored by the Federal Motor Carriers

Safety Administration (FMCSA). TACT targets roadway segments with high frequencies of

commercial vehicle and aggressive driving crashes (FMCSA 2009). Law enforement comman-

ders can assign patrol routes manually by viewing crash hotspots or by using the PatrolSim

tools to automatically generate them. State, county, and local law enforcement agencies
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have shown interest in using the 4Es framework to generate patrol routes that target crimes.

As presented in Section 3.1.1, to use the 4Es framework for crime patrols, or in any another

domain, the road-network must be modeled, event hotspots must be identified, and agent

schedules must be documented.

We have two distinct areas of future work. First, in the traffic safety domain, we plan to

evaluate the usage of PatrolSim, adherence to its recommendations, and the resulting influ-

ence on automobile crashes. Second, we intend to evaluate and evolve the TURN language

and the 4Es model for use in domains other than traffic safety crash reduction.
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APPENDIX A – CAPS

The Center for Advanced Public Safety (CAPS) at the University of Alabama is a rapidly

expanding operation with a growing staff. Dr. Allen Parrish, the Director of CAPS, heads

the organization and Dr. David Brown serves as the Deputy Director.

Previously called the CARE Research & Development Laboratory (CRDL), CAPS re-

cently became the Center by a decree from the University of Alabama Board of Trustees.

Center status was bestowed due to the outstanding accomplishments of CRDL and the antic-

ipation of continued success. Established in 2002, CAPS was originally named after CARE,

(Critical Analysis Reporting Environment), which was its first product. However, by the

time CAPS received University of Alabama center status in 2009, the number of products

and services being produced broadened out to the point that it could best be described in

terms of public safety in general.

The mission of CAPS is to create innovative solutions through IT research and cutting-

edge software development in order to enhance the public safety and security of our state

and homeland.

CAPS strength comes from the technical and managerial abilities of its highly motivated

staff. Being within a Computer Science Department of a major university has some tremen-

dous advantages. CAPS staff of over 35 individuals is an optimal combination of professorial

oversight and student zeal. While a number of full time professionals direct software design

and development, Computer Science faculty members and graduate students perform re-

search on cutting-edge approaches to solving the many data and information problems using

these real world activities as a laboratory.
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CAPS also has the edge in identifying outstanding graduate and undergraduate students

to participate on these projects, many of whom decide to stay after graduation. Students

greatly enrich their educational process by having exciting real-world projects integrated

right into their coursework. This synergism enables CAPS to be part of the educational

process while expanding the frontiers of knowledge to deal with the current needs of law

enforcement, transportation safety and homeland security.

Since its inception in 2002, CAPS has enjoyed exponential growth almost doubling its

budget each year. CAPS is a very stable operation with some of the best computer software

technical expertise that can be found anywhere.

CAPS is a contract and grant organization and has extensive experience. Residing within

a university environment, CAPS has access to the latest cutting edge equipment, software

and talent to provide the ultimate state-of-the-art solution. And because CAPS is non-profit,

CAPS costs are less than typical commercial solutions.
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APPENDIX B – RELATED CAPS APPLICATIONS

In this section three applications, directly related to this dissertation, are described. All

three of these applications were developed at CAPS.

B.1 CARE

The Critical Analysis Reporting Environment (CARE), seen in Figure B.1 is a data analysis

software package originally designed for problem identification and countermeasure develop-

ment in traffic safety applications. Developed by the staff of the Center for Advanced Public

Safety, CARE uses advanced analytical and statistical techniques to generate valuable in-

formation directly from the data. Although its primary use is still in traffic safety areas,

CARE can be used to process any database, and its most recent applications have included

databases in the areas of emergency medical services, medical, nursing data, a variety of

questionnaires, and several criminal justice applications.

CARE is used in this dissertation to identify automobile crash hotspots that are then

used as targets for recommended traffic enforcement routes.

B.2 eCrash

eCrash, seen if Figure B.3, is an electronic crash reporting and transmission procedure devel-

oped by CAPS working under the direction and close collaboration of the Alabama Depart-

ment of Public Safety (DPS). eCrash is Model Minimul Uniform Crash Criteria (MMUCC)

compliment. The eCrash system is the newest addition to the Mobile Officer Virtual En-

vironment (MOVE) suite of applications. MOVE stores information, such as the Drivers
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Figure B.1. CARE - Critical Analysis Reporting Environment
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License barcode information, as objects that can be populated into any of the other ap-

plications residing under MOVE. This project is sponsored by the Alabama Department

of Economic and Community Affairs. In July of 2009 DPS began using eCrash and most

Alabama municipal law enforcement agencies began in January of 2010.

This dissertation relies on the accurate, complete, and timely reporting of crashes and

their locations. eCrash supports these requirements.

B.3 eCite

eCrash, seen if Figure B.2, is a comprehensive electronic citation issuance and processing

system. The eCite system was initially developed by CAPS with the support and direct

guidance of the Alabama Administrative Office of Courts (AOC). Financial support has been

provided by the Federal Motor Carrier Safety Administration (FMCSA) and the Alabama

Department of Economic and Community Affairs (ADECA). Total cooperation and excellent

feedback has been received from the Alabama Department of Public Safety (DPS). Currently

eCite is used to generate the majority of traffic citations in the Alabama.

In this context, citation data collected by eCite is used to spatially and temporally

measure levels of traffic law enforcement efforts.
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Figure B.2. eCite
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Figure B.3. eCrash
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APPENDIX C – TURN GRAMMARS

C.1 Lexer & Parser Grammar

1 grammar Turn;

2

3 options

4 {

5 language = ’CSharp2’;

6 output=AST;

7 ASTLabelType = CommonTree;

8 memoize = true;

9 backtrack=true;

10 }

11 tokens{

12 TURN;

13 MUST_RETURN_HOME;

14 TITLE;

15 TAIL_PARMS;

16 SET_DEF;

17 TEMPLATES_DIR;

18 ALWAYS;

19 CHANCE;

20 TRAVEL_NODE;

21 MAX_ITERATIONS_NODE;

22 MAX_DISTANCE_BETWEEN_STOPS_NODE;

23 MAX_STOP_TIME_NODE;

24 MIN_DISTANCE_BETWEEN_STOPS_NODE;

25 MIN_STOP_TIME_NODE;

26 TRNSS;

27 TRNKG;

28 TVLSS;

29 TVLKG;

30 ZERO_CHANCE;

31 }

32

33 @lexer::rulecatch

34 {
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35 catch(RecognitionException e)

36 {

37 throw new Exception( "Error in Turn code2 ." );

38 }

39

40 catch(NoViableAltException e)

41 {

42 throw new Exception( "Error in Turn code2 ." );

43 }

44 }

45

46

47 WS : (’ ’| ’\t’| ’\r’ | ’\n’) {$channel = HIDDEN;};

48

49 MULTI_LINE_COMMENT: ’/*’ (.)* ’*/’ {$channel = HIDDEN;};

50 SINGLE_LINE_COMMENT: ’//’ (.)* ’\n’ {$channel = HIDDEN;};

51

52 CODELITERAL: ’$#’ (.)* ’#$’;

53

54 fragment DIGIT : ’0’..’9’ ;

55 fragment UPPER : ’A’..’Z’ ;

56 fragment LOWER : ’a’..’z’ ;

57 fragment LETTER : UPPER | LOWER;

58 INT : DIGIT+;

59 FRACTION: DIGIT*’.’DIGIT+;

60

61 EQUALS : ’=’;

62 LPAREN : ’(’ ;

63 RPAREN : ’)’ ;

64 COMMA : ’,’ ;

65 COMMA_INT : COMMA INT;

66 USCORE : ’_’ ;

67 SEMI : ’;’;

68 ALL_VERTICES : ’allVertices’;

69 TRAVELFUNC : ’travelFunction’;

70 TRAVEL : ’travel’;

71 TURNFUNC : ’turnFunction’;

72 MAX_ITERATIONS : ’maxIterations’;

73 MIN_STOP_TIME : ’minStopTime’;

74 MAX_STOP_TIME : ’maxStopTime’;

75 MIN_DISTANCE_BETWEEN_STOPS :’minDistanceBetweenStops’;

76 MAX_DISTANCE_BETWEEN_STOPS :’maxDistanceBetweenStops’;

77

78 TURN_STAY_STOPPED :’turnStayStopped’;

79 TURN_KEEP_GOING : ’turnKeepGoing’;

80 TRAVEL_STAY_STOPPED :’travelStayStopped’;

81 TRAVEL_KEEP_GOING : ’travelKeepGoing’;
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82 AGENTS_RESPOND_TO_EVENTS : ’agentsRespondToEvents’;

83 EVENT_RESPONSE_DURATION : ’eventResponseDuration’;

84

85 STRING : ’"’ .* ’"’ ;

86

87 ID : (LETTER) (LETTER | DIGIT | USCORE)*;

88

89 BAD : a=. { throw new Exception(

90 "Error in Turn code. Lexer did not recognize token ’"

91 + $text +"’ on line" + $line ); };

92

93 turn : initPhrases* turnRules* CODELITERAL? BAD?

94 -> ^(TURN initPhrases* turnRules+ CODELITERAL?);

95

96 initPhrases : (title

97 | mustReturnHome

98 | useTemplates

99 | travel

100 | maxIterations

101 | minStopTime

102 | maxStopTime

103 | minDistanceBetweenStops

104 | maxDistanceBetweenStops

105 | turnStayStopped

106 | turnKeepGoing

107 | travelStayStopped

108 | travelKeepGoing

109 | agentsRespondToEvents

110 | eventResponseDuration

111 );

112

113 turnStayStopped

114 : ((TURN_STAY_STOPPED EQUALS INT SEMI

115 ->^(TRNSS INT))

116 | (TURN_STAY_STOPPED EQUALS FRACTION SEMI

117 ->^(TRNSS FRACTION)))

118 ;

119

120 turnKeepGoing

121 : ((TURN_KEEP_GOING EQUALS INT SEMI

122 -> ^(TRNKG INT))

123 | (TURN_KEEP_GOING EQUALS FRACTION SEMI

124 ->^(TRNKG FRACTION)))

125 ;

126

127 travelStayStopped

128 : ((TRAVEL_STAY_STOPPED EQUALS ’.’ INT SEMI
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129 -> ^(TVLSS INT))

130 | (TRAVEL_STAY_STOPPED EQUALS FRACTION SEMI

131 ->^(TVLSS FRACTION)))

132 ;

133

134 travelKeepGoing

135 : ((TRAVEL_KEEP_GOING EQUALS ’.’ INT SEMI

136 -> ^(TVLKG INT))

137 | (TRAVEL_KEEP_GOING EQUALS FRACTION SEMI

138 ->^(TVLKG FRACTION)))

139 ;

140

141 maxIterations

142 : (MAX_ITERATIONS EQUALS INT SEMI

143 -> ^(MAX_ITERATIONS_NODE INT))

144 ;

145

146 agentsRespondToEvents

147 : (AGENTS_RESPOND_TO_EVENTS EQUALS bool_choice SEMI

148 -> ^(AGENTS_RESPOND_TO_EVENTS bool_choice))

149 ;

150

151 eventResponseDuration

152 : (EVENT_RESPONSE_DURATION EQUALS INT SEMI

153 -> ^(EVENT_RESPONSE_DURATION INT))

154 ;

155

156 minStopTime

157 : (MIN_STOP_TIME EQUALS INT SEMI

158 -> ^(MIN_STOP_TIME_NODE INT))

159 ;

160

161 maxStopTime

162 : (MAX_STOP_TIME EQUALS INT SEMI

163 -> ^(MAX_STOP_TIME_NODE INT))

164 ;

165

166 minDistanceBetweenStops

167 : (MIN_DISTANCE_BETWEEN_STOPS EQUALS INT SEMI

168 -> ^(MIN_DISTANCE_BETWEEN_STOPS_NODE INT))

169 ;

170

171 maxDistanceBetweenStops

172 : (MAX_DISTANCE_BETWEEN_STOPS EQUALS INT SEMI

173 -> ^(MAX_DISTANCE_BETWEEN_STOPS_NODE INT))

174 ;

175
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176 mustReturnHome : ’mustReturnHome’ EQUALS bool_choice SEMI

177 -> ^(MUST_RETURN_HOME bool_choice);

178

179 useTemplates : ’useTemplates’ EQUALS STRING SEMI

180 -> ^(TEMPLATES_DIR STRING);

181

182 title : ’title’ EQUALS ID SEMI

183 -> ^(TITLE ID);

184

185 tailparameters

186 : (COMMA_INT)*

187 -> ^(TAIL_PARMS (COMMA_INT)*);

188

189

190 //parameterList : LPAREN setChoice (COMMA INT)? RPAREN

191 parameterList : LPAREN setChoice tailparameters RPAREN

192 -> ^(SET_DEF setChoice tailparameters);

193

194 setChoice : (ID | ALL_VERTICES);

195

196 turnRules : a=ID EQUALS b=ID parameterList randomChance? SEMI

197 -> ^(EQUALS $a $b parameterList randomChance?);

198

199 randomChance

200 : (((’[’ ’.’ INT ’]’)

201 -> ^(CHANCE INT))

202 | ((’[1]’)

203 -> ^(ALWAYS)))

204 ;

205

206 travel :

207 TRAVELFUNC ID SEMI

208 -> ^(TRAVEL_NODE ID)

209 ;

210

211

212 multi_true: ’true’ | ’True’ | ’yes’ | ’Yes’;

213

214 multi_false: ’false’ | ’False’ | ’no’ | ’No’;

215

216 bool_choice : multi_true | multi_false;
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C.2 Parser Grammar

1 tree grammar TurnTree;

2

3 options

4 {

5 language = ’CSharp2’;

6 ASTLabelType = CommonTree;

7 tokenVocab = Turn;

8 memoize = true;

9 }

10

11 @members{

12 string lValue;

13 string functionName;

14 string setName;

15 string randomChanceNum = "1";

16 string integerArgs;

17 public string className;

18 TurnLanguage.TurnCodeBody body = new TurnLanguage.TurnCodeBody();

19 TurnLanguage.SymbolTable st = new TurnLanguage.SymbolTable();

20

21 string errorMessage;

22 }

23

24 @rulecatch{

25 catch(RecognitionException e)

26 {

27 throw new Exception( "Error in Turn code." );

28 }

29 }

30

31 turn returns [string text]

32 : ^(TURN initPhrases* turnRules+

33 (a=CODELITERAL {body.CodeLiteral = $a.text;})?

34 {

35 $text = body.getCode();

36 }

37 );

38

39

40 initPhrases : (title

41 | mustReturnHome

42 | useTemplates

43 | travel

44 | maxIterations
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45 | minStopTime

46 | maxStopTime

47 | minDistanceBetweenStops

48 | maxDistanceBetweenStops

49 | turnStayStopped

50 | turnKeepGoing

51 | travelStayStopped

52 | travelKeepGoing

53 | agentsRespondToEvents

54 | eventResponseDuration

55 );

56

57 turnStayStopped

58 : (^(TRNSS a=(INT|FRACTION))

59 {body.TurnStayStopped = $a.text;})

60 ;

61

62 turnKeepGoing

63 : ^(TRNKG a=(INT|FRACTION))

64 {body.TurnKeepGoing = $a.text;}

65 ;

66 travelStayStopped

67 : ^(TVLSS a=(INT|FRACTION))

68 {body.TravelStayStopped = $a.text;}

69 ;

70

71 travelKeepGoing

72 : ^(TVLKG a=(INT|FRACTION))

73 {body.TravelKeepGoing = $a.text;}

74 ;

75

76 mustReturnHome : ^(MUST_RETURN_HOME bool_choice);

77

78 maxIterations

79 : ^(MAX_ITERATIONS_NODE INT)

80 {body.MaxIterations = $INT.text;}

81 ;

82

83 minStopTime

84 : ^(MIN_STOP_TIME_NODE INT)

85 {body.MinStopTime = $INT.text;}

86 ;

87

88 maxStopTime

89 : ^(MAX_STOP_TIME_NODE INT)

90 {body.MaxStopTime = $INT.text;}

91 ;
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92

93 minDistanceBetweenStops

94 : ^(MIN_DISTANCE_BETWEEN_STOPS_NODE INT)

95 {body.MinDistanceBetweenStops = $INT.text;}

96 ;

97

98 maxDistanceBetweenStops

99 : ^(MAX_DISTANCE_BETWEEN_STOPS_NODE INT)

100 {body.MaxDistanceBetweenStops = $INT.text;}

101 ;

102

103 agentsRespondToEvents

104 : ^(AGENTS_RESPOND_TO_EVENTS a=bool_choice)

105 {

106 if($a.text.ToLower() == "true")

107 {

108 body.AgentsRespondToEvents = true;

109 }

110 else if($a.text.ToLower() == "false")

111 {

112 body.AgentsRespondToEvents = false;

113 }

114 }

115 ;

116

117 eventResponseDuration

118 :^(EVENT_RESPONSE_DURATION INT)

119 {

120 body.EventResponseDuration = Convert.ToInt32($INT.text);

121 }

122 ;

123

124

125

126 useTemplates:

127 ^(TEMPLATES_DIR STRING)

128 {

129 st.addTemplates($STRING.text);

130 body.TemplateList = st.TemplateList;

131 body.TemplateLocation = $STRING.text;

132 }

133 ;

134

135 title

136 : ^(TITLE ID)

137 {

138 body.Title = $ID.text;
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139 className = $ID.text;

140 }

141 ;

142

143 tailparameters returns [string text]

144 :^(TAIL_PARMS

145 (a=COMMA_INT {$text=$a.text;})?

146 (b=COMMA_INT {$text+=$b.text;})*

147 )

148 ;

149

150 parameterList

151 : ^(SET_DEF c=setChoice d=tailparameters

152 {

153 if(!(st.resolve($c.text)))

154 {

155 throw(new Exception("ERROR: Parameter "+

156 $c.text + " not defined!"));

157 }

158 setName = $c.text;

159 if($d.text != null)

160 {

161 integerArgs = $d.text;

162 }

163 else

164 {

165 integerArgs = "";

166 }

167 }

168 );

169

170 turnRules : ^(EQUALS a=ID b=ID parameterList randomChance?)

171 {

172 st.define($a.text);

173 lValue = $a.text;

174 functionName = $b.text;

175 if(!(st.resolve($b.text)))

176 {

177 throw (new Exception("ERROR: Function " +

178 $b.text + " is not defined!"));

179 }

180 randomChanceNum = ($randomChance.text != null)?

181 $randomChance.text:"1";

182 body.addRuleListItem(new TurnLanguage.FunctionCallData

183 (Convert.ToDouble(randomChanceNum), lValue,

184 functionName, setName, integerArgs));

185 }
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186 ;

187

188 randomChance returns [string text]

189 : ^(CHANCE INT

190 {$text = "."+$INT.text;})

191 |

192 ^(ALWAYS

193 {$text = "1";})

194 ;

195

196 setChoice returns [string text]

197 : (ID {$text = $ID.text;}

198 | ALL_VERTICES {$text = "allVertices";});

199

200 travel

201 :

202 ^(TRAVEL_NODE a=ID

203 {

204 if(!(st.resolve($a.text)))

205 {

206 throw(new Exception("ERROR: Travel function "+

207 $a.text + " not defined!"));

208 }

209 body.OverrideTravel = true;

210 body.TravelTemplateName = $a.text;

211 })

212 ;

213

214 multi_true : ’true’ | ’True’ | ’yes’ | ’Yes’;

215 multi_false : ’false’ | ’False’ | ’no’ | ’No’;

216

217 bool_choice returns [string text]: multi_true {$text = "true";}

218 | multi_false{$text="false";};
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APPENDIX D – IRB APPROVAL FOR TRUN USAGE STUDY
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APPENDIX E – SUPPORT LETTER FROM CAPTAIN CLARK

 
HIGHWAY PATROL DIVISION 

P. O. BOX 1511 
MONTGOMERY, ALABAMA 36102-1511 

 
 
 
 
 
       September 10, 2009 
 
 
 
Dear Dana, 
 
I would like to take this opportunity to thank you for the tremendous amount of 
time and effort you have placed in developing a system that will help all law 
enforcement agencies in planning patrol routes and targeting hotspots.  The system 
you described which would recommend patrol routes that target hotspots would be 
a great asset to our routine patrol efforts as well as our additional overtime shifts. 
This system would allow us the opportunity to be better able to identify those areas 
which need more aggressive patrols to minimize the crashes involving serious 
injuries and fatalities in those areas labeled “high crash”.  We would be more than 
eager to utilize this program when setting up our initiatives and strike forces in 
order to maximize our efforts.  It would also enable us to keep track of our activity 
and could stand as a backup for projected cost analysis in our budget for upcoming 
grants by the volume of shifts and enforcement involved. 
 
Again, I would like to say thank you for the outstanding work to make public 
safety more suitably equipped. 
 
Sincerely, 
 
 
Captain Jack W. Clark 
Commander 
Motor Carrier Safety Unit 
Highway Patrol 
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